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ABSTRACT 
 Fault diagnosis is essential for safe thermal power 
system operation. Large language models (LLMs) can 
process complex industrial logs and provide diagnostic 
insights, making them a promising approach for fault 
diagnosis. However, conventional LLMs often produce 
physical hallucinations and logical inconsistencies, since 
physical knowledge and fault-specific patterns are 
injected together in a single training stage. This paper 
proposes a physics-augmented curriculum learning 
(PACL) method that uses a two-stage curriculum to 
Integrate physical laws into diagnostic reasoning. The 
method includes two steps: physics-field chain-of-
thought-driven knowledge extraction and diagnostic 
alignment to fine-tune the model. Multi-source 
documents from Hanglian thermal power plant in 
Hangzhou, China are utilized, including fault cases, 
equipment regulations, and technical manuals. 
Evaluations on representative fault scenarios show that 
the proposed PACL achieves an average diagnostic score 
of 92.0, outperforming SFT (47.8), Mixed-FT (53.5), and 
R-PACL (60.8), demonstrating expert-level reasoning in 
complex scenarios. 
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Abbreviations  
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 PACL Physics-Augmented Curriculum 
Learning 

PF-CoT Physics-Field Chain-of-Thought 
QLoRA Quantized Low-Rank Adaptation 
SFT Supervised Fine-Tuning 
Mixed-FT Mixed Fine-Tuning 

Symbols  
 Dphy Physics Dataset  
 Dfault Fault Dateset 

1. INTRODUCTION 
Thermal power plants remain a key support for 

global energy stability[1]. Coal-fired generation still 
accounts for a large share of electricity supply and 
continues to provide baseload power and peak 
regulation. The safe operation of thermal power systems 
is therefore critical. Failures of key equipment can lead 
to serious safety risks, economic losses, and wider 
impacts on power system operation. Fault diagnosis is an 
effective safeguard against such events. Rapid and 
transparent identification of abnormal conditions is 
important for preventing fault propagation and ensuring 
reliable plant operation[2]. 

Traditional fault diagnosis methods include 
knowledge-based and data-driven approaches[3,4].  
Knowledge-driven methods rely on expert rules, 
mechanism knowledge, and structured prior information 
such as fault logic and knowledge graphs. They have clear 
physical meaning, but their performance depends on the 
completeness of expert knowledge and their 
construction and maintenance are difficult for complex 
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systems under varying operating conditions. Data-driven 
methods, particularly deep learning algorithms like 
convolutional neural networks and long short-term 
memories, excel at feature extraction. However, these 
black-box models lack interpretability and physical 
consistency in high-stakes industrial applications. They 
rely on statistical correlations rather than causal 
reasoning, making their decisions opaque and prone to 
failure under out-of-distribution conditions. 

Large language models (LLMs) have demonstrated 
emergent abilities in logical reasoning and knowledge 
retrieval, offering potential for cognitive diagnosis 
assistants[5–8]. Unlike traditional classifiers, LLMs can 
process multi-modal text logs and generate human-
readable diagnostic reports. Current approaches use 
mixed-strategy fine-tuning, where domain knowledge 
and fault logs are trained simultaneously. However, this 
approach often leads to gradient conflicts and 
catastrophic forgetting of the LLM's reasoning 
capabilities. Models trained on mixed data prioritize 
memorizing symptom-fault mappings rather than 
internalizing thermodynamic coupling mechanisms. This 
results in physical hallucinations, such as confusing 

cooling effects with high-temperature combustion 
symptoms. 

Curriculum learning provides a possible solution to 
this problem. It organizes training into stages instead of 
mixing all knowledge in a single process. This idea is 
consistent with how engineers learn complex systems. 
Basic physical principles should be learned before 
diagnostic reasoning. Such a staged strategy can help the 
model build more stable internal representations and 
reduce catastrophic forgetting, which is important for 
safety-critical fault diagnosis tasks. 

This paper proposes a Physics-Augmented 
Curriculum Learning (PACL) framework to bridge 
statistical intelligence and physical principles. The 
approach decouples training into two stages. First, 
fundamental physical axioms are injected into the model 
using parameter-efficient fine-tuning, transforming the 
LLM into a physics-aware entity. Second, the model is 
aligned with diagnostic logic using a structured Chain-of-
Thought incorporating field theory. This ensures that 
reasoning is both logically consistent and physically valid.  

2. MATERIAL AND METHODS 
Figure 1 presents the proposed PACL framework for 

fault diagnosis in thermal power systems. The framework 

 
Fig. 1 Overall architecture of the proposed PACL framework for fault diagnosis in thermal power systems 
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contains two parts: physics-field chain-of-thought (PF-
CoT) based knowledge extraction and two-stage 
curriculum learning. PF-CoT converts domain documents 
into a unified training format. The two-stage curriculum 
learning strategy then trains the model from general 
physics knowledge to fault diagnosis tasks. 

2.1 PF-CoT-driven fine-tuning dataset construction 

We propose a PF-CoT mechanism that extracts 
structured training samples from multi-source 
documents, including fault cases, equipment regulations, 
and technical manuals. Each training sample is organized 
as a structured sequence S = {x, A, R, V}, where x denotes 
the input symptom observation, A represents the action 
sequence identifying the causal trigger, R captures the 
system response across multiple physical fields, and V 
provides the logical verdict as the diagnostic conclusion. 

The action sequence A identifies the initial state 
change that triggers the system response, transforming 
the diagnostic task from an open-ended problem into a 
conditional inference task grounded in a specific physical 
context. 

The system response R decomposes the system 
behavior into coupled physical fields including mass field, 
pressure field, and thermal field. The model performs 
self-verification by cross-validating these fields to ensure 
that generated reasoning chains satisfy conservation 
laws. 

The logical verdict V identifies evidence from R to 
produce the final diagnostic output. For example, a 
diagnosis of "water wall leakage" is generated only when 
the evidence chain exhibits mass imbalance, pressure 
drop, and furnace negative pressure fluctuations, 
ensuring interpretability and reliability. 

2.2 Two-stage curriculum learning strategy 

We propose a two-stage curriculum learning strategy 
to bridge the cognitive gap between abstract physical 
laws and concrete industrial fault diagnosis. The training 
process progresses from a source domain of general 
physics knowledge to a target domain of specific fault 
diagnosis. 

Stage 1: Physics axiom injection. The first stage 
establishes a physics-consistent foundation by encoding 
fundamental laws into the model's parameter space. We 
employ quantized low-rank adaptation (QLoRA) to 
achieve parameter-efficient knowledge injection. The 
base model parameters are frozen and compressed, 
while trainable adapter parameters are introduced to 
capture domain-specific physical laws. The model is 

aligned with the persona of a senior maintenance expert 
through dynamic instruction prompts within the PF-CoT 
framework. The training objective focuses on generating 
system responses by deducing causal principles from first 
principles rather than statistical pattern matching. The 
optimization minimizes autoregressive cross-entropy 
loss with respect to the adapter parameters on the 
physics dataset. Training duration is set to one epoch 
with linear decay learning rate to establish stable 
attention mechanisms for thermodynamic variables 
without overfitting. 

Stage 2: Diagnostic logic alignment. The second stage 
transfers the internalized physical intuition to practical 
industrial fault diagnosis. The adapter parameters from 
stage 1 are directly used to initialize stage 2, ensuring 
that diagnostic logic remains grounded in established 
physical principles. To prevent fault-specific patterns 
from overwriting general physical laws, we adopt a 
learning rate rewind strategy. The learning rate is reset 
to its initial peak value at the start of stage 2 and 
gradually decayed during training. Throughout this stage, 
the system response component functions as a self-
verification mechanism. The inherited adapter 
parameters force the model to cross-validate observed 
fault symptoms against internal physical priors. 
Reasoning that violates inherited physical priors induces 
high cross-entropy loss, creating a gradient feedback 
loop that penalizes physical hallucinations and compels 
the model to align diagnostic predictions with 
thermodynamic laws. 

3. RESULTS 

3.1 Experimental setup 

All experiments were conducted on the Qwen2.5-7B-
Instruct backbone, with parameters updated through 
QLoRA adapters accounting for only 0.527% of the total 
parameters. The training data consisted of a physics 
dataset (Dphy) of 826 PF-CoT axiomatic chains and a fault 
dataset (Dfault) of 766 diagnostic pairs derived from 92 
archival fault reports of the Hanglian Thermal Power 
Plant. Three baseline models were constructed to isolate 
the contribution of each design choice. The first baseline, 
supervised fine-tuning (SFT), uses a conventional chain-
of-thought format and is trained on Dfault alone in a single 
stage. The second baseline, mixed fine-tuning (Mixed-
FT), adopts the PF-CoT format but combines Dphy and 
Dfault into a single training corpus. The third baseline, 
reverse-PACL (R-PACL), also uses the PF-CoT format and 
a two-stage training process, but trains on Dfault first and 
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then on Dphy, which reverses the curriculum order of the 
proposed method. Diagnostic performance was 
evaluated using a five-criterion weighted scoring system 
covering diagnostic accuracy (SDA, 40%), key evidence 
recall (SKER, 25%), reasoning coherence (SRC, 20%), 
hallucination rate (SHR, 10%), and decisiveness (SDS, 5%), 
all validated by domain experts from the plant. 

3.2 Training results 

Figure 2 shows the training loss trajectories of the 
three fine-tuned models. In Stage 1, PACL reduces the 
cross-entropy loss from 0.8229 to 0.5693 within a single 
epoch. At the start of Stage 2, the initial loss of 0.5633 is 
continuous with the Stage 1 final value, indicating that 
the diagnostic training builds progressively on the 
physical knowledge from Stage 1. The loss converges to 
0.3223 after four epochs of Stage 2. 

The R-PACL model shows a loss spike at the 
beginning of Stage 2, where the loss rises from 0.3567 to 
0.5402 and only partially recovers to 0.5007 by the end 
of training. This behavior indicates that introducing 
physical axioms after fault-specific patterns have been 
consolidated causes parameter interference, which is 
consistent with the lower diagnostic scores of R-PACL. 
The Mixed-FT model achieves the largest total loss 
reduction, but this does not translate into better 
diagnostic performance. 

3.3 Diagnostic performance 

Table 1 summarizes the scores of all models across 
four representative fault cases. The proposed PACL 

framework achieves a mean score of 92.0, compared 
with 47.8 for SFT, 53.5 for Mixed-FT, and 60.8 for R-PACL. 
PACL is the only model to reach the passing threshold 
(score ≥ 80) in all four cases. 

 
Table 1. Diagnostic performance scores across four fault 
cases. 

Fault Case SFT Mixed
-FT 

R-PACL PACL 

Case 1: Water-
wall tube rupture 

42 45 51 93  

Case 2: Coal 
feeder blockage 

83 35  73 100  

Case 3: Secondary 
combustion 

45 85 63 95  

Case 4: Valve core 
detachment 

21 49 56 80 

Average 47.8 53.5 60.8 92.0 
In Case 2, PACL achieves a perfect score of 100 by 

correctly integrating directional thermal features with 
the expected mass flow response. Case 4 is the most 
challenging scenario because the fault produces a 
reverse pressure surge that contradicts the expected 
symptom pattern. All baseline models score below 60 in 
this case, while the proposed PACL still reaches 80 by 
applying the physical priors established during Stage 1. 

Figure 3 shows the per-criterion breakdown for Case 
1 (water-wall tube rupture) as a representative example. 
This case involves conflicting multi-modal signals, where 
a simultaneous pressure drop, furnace negative-pressure 

 
Fig. 2 Training loss of Mixed-FT, R-PACL, and PACL 

 
Fig. 3 Radar chart of per-criterion diagnostic scores 

for Case 1 
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fluctuation, and rising feedwater consumption can be 
mistaken for a routine load reduction. As shown in the 
radar chart, PACL achieves the highest scores across all 
five dimensions. The most notable gaps appear in SDA and 

SRC, where SFT and Mixed-FT fail to establish a physically 
consistent causal chain and instead misattribute the 
symptoms to combustion deterioration. R-PACL 
produces a more structured response but still fails to 

identify the primary leakage fault, as reflected in its low 
SKER score. The SHR scores of the baselines are also notably 
lower, indicating that these models fabricate non-factual 
physical states to support their incorrect conclusions. 

Figure 4 presents the diagnostic reports generated 
by SFT and PACL for Case 1, alongside the expert ground 
truth. This case involves conflicting multi-modal signals, 

 
Fig. 4 Diagnostic reports for Case 1 comparing the expert ground truth, SFT, and PACL 
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where a simultaneous pressure drop, furnace negative-
pressure fluctuation, and rising feedwater consumption 
can be mistaken for a routine load reduction. The SFT 
model identifies the pressure drop as a sign of declining 
combustion efficiency and does not capture the mass 
flow imbalance, resulting in a physically inconsistent 
diagnosis. The PACL model follows a reasoning process 
consistent with the expert ground truth. It decomposes 
the observed symptoms across three physical fields: a 
mass imbalance between inlet and outlet flow in the 
mass field, a continuous pressure decay consistent with 
pipe rupture in the pressure field, and a localized 
temperature drop near the fault site in the thermal field. 
Based on this multi-field analysis, the model concludes 
that a severe heating surface leakage has occurred. This 
comparison demonstrates that the physics injection 
stage equips PACL with the ability to interpret conflicting 
signals through physical constraints, rather than relying 
on surface-level symptom associations. 

4. DISSCUSSION 
The training dynamics reveal why the physics-first 

curriculum is effective. The Mixed-FT model achieved the 
lowest training loss but performed poorly in evaluation. 
This indicates that mixing physics axioms with fault cases 
in a single stage leads to shortcut learning, where the 
model memorizes textual patterns rather than 
internalizing thermodynamic causality. The R-PACL 
baseline shows a different problem. After fitting 
diagnostic data in Stage 1, the model encountered a 
significant loss spike when physics knowledge was 
introduced in Stage 2. The loss increased from 0.3567 to 
0.5402 and barely improved afterward. The model 
partially unlearn its diagnostic logic to accommodate 
physics. In contrast, PACL establishes a physics-aware 
foundation first. By learning physical axioms in Stage 1, 
the model develops sensitivity to variable coupling 
relationships. When fault cases are introduced in Stage 
2, the inherited parameters allow the model to interpret 
symptoms as perturbations of physical laws rather than 
isolated events. This produces smoother optimization 
and better final performance. 

5. CONCLUSIONS 
This study presents a physics-augmented 

curriculum learning framework for LLM-based fault 
diagnosis in thermal power systems. The PACL method 
addresses gradient conflict and catastrophic interference 
by separating physics injection from diagnostic 
alignment into two sequential stages. 

Experimental results on real fault cases from 
Hanglian Thermal Power Plant show that PACL achieves 
an average diagnostic score of 92.0, substantially 
outperforming SFT (47.8), Mixed-FT (53.5), and R-PACL 
(60.8). The model demonstrates expert-level reasoning 
in complex scenarios such as water-wall tube rupture 
and feedwater valve core detachment, where it 
successfully reconciles conflicting multi-modal signals 
using internalized physical priors. 

Future work will extend the framework to 
incorporate system-level topology and real-time 
operational constraints for broader deployment in large-
scale power systems. 
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