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ABSTRACT

Residential modular buildings require Heating,
Ventilation, and Air Conditioning (HVAC) control
strategies that can be deployed rapidly while maintaining
reliable performance under dynamic operating
conditions. This need is intensified by rising cooling
demand, stricter Indoor Air Quality (IAQ) requirements,
and growing interest in on-site Photovoltaic (PV) systems
for net-zero-oriented operation. This study proposes a
plug-and-play multi-objective HVAC control framework
for PV-integrated residential modular buildings based on
a Multi-Objective Markov Decision Process (MOMDP)
and Envelope Q-Learning (EQL). A residential modular
case study is evaluated in whole-year simulation. EQL
outperformed scalarized Deep Reinforcement Learning
(DRL) and Multi-Objective Model Predictive Control
(MOMPC) across all tested preference settings. Under
the balanced preference, annual HVAC grid import was
reduced to 261 kWh, versus 767 kWh for Scalarized DRL
and 1028 kWh for MOMPC. Under the energy
preference, grid import fell further to 150 kWh. In the
balanced case, EQL also improved cumulative energy,
comfort, and IAQ rewards by 61.4%, 58.6%, and 21.1%
over Scalarized DRL, and by 71.6%, 81.0%, and 23.0%
over MOMPC. These results show strong potential for
robust, scalable, and net-zero-oriented HVAC control in
PV-integrated modular buildings.

Keywords: HVAC control; residential modular buildings;
multi-objective reinforcement learning; photovoltaic
integration; net-zero operation.

1. INTRODUCTION
Residential modular buildings are a scalable pathway
for low-carbon housing [1-3], but their operational

performance depends strongly on Heating, Ventilation,
and Air Conditioning (HVAC) control. In Photovoltaic
(PV)-integrated housing, the controller must reduce
electricity use while improving alignment between HVAC
operation and on-site PV generation. As buildings remain
a major source of global energy demand and cooling
demand continues to rise, more adaptive control
strategies are needed [4-5].

Indoor Air Quality (IAQ) has also become a major
control  objective. Ventilation improves indoor
conditions, while indoor Carbon dioxide (CO,) is
commonly used as an indicator of ventilation adequacy
[6]. However, no single fixed CO; threshold can
universally represent acceptable IAQ [7]. Improving IAQ
therefore creates an additional energy trade-off.

Traditional HVAC control methods, including rule-
based control and Model Predictive Control (MPC),
remain useful but are limited under changing multi-
objective conditions. MPC can improve performance, but
it depends on reliable models, forecasts, and repeated
online optimization [8,9]. Reinforcement Learning (RL)
has therefore attracted growing interest for HVAC
controlin nonlinear and uncertain building environments
[10-14]. However, most RL-based approaches still rely on
scalarized rewards, so changing priorities often require
retraining or substantial retuning.

Multi-Objective Reinforcement Learning (MORL) is
better suited to this problem because it preserves trade-
offs among competing objectives instead of optimizing a
single fixed compromise [15,16]. Preference-conditioned
MORL is especially relevant when priorities change
during operation, since one trained model can adapt its
behavior to the selected preference vector [17]. In this
study, Envelope Q-Learning (EQL) is used to learn
preference-aware HVAC control policies across three
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objectives: energy use, thermal comfort, and 1AQ [18].
The proposed method is compared with scalarized Deep
Reinforcement Learning (DRL) and Multi-Objective
Model Predictive Control (MOMPC) [19].

This paper investigates a PV-integrated residential
modular building under whole-year simulation. The
framework is formulated using a Multi-Objective Markov
Decision Process (MOMDP) and EQL, and is evaluated
against Scalarized DRL and MOMPC under energy,
comfort, air-quality, and balanced preference settings.
Performance is assessed using cumulative rewards,
HVAC grid import, and PV utilization metrics relevant to
net-zero-oriented operation.

2. MATERIALS AND METHODS
2.1 Case-study and simulation environment

The case study is a residential modular building with
a total floor area of 32.67 m?, divided into five thermal
zones: an entrance, a main occupied room, two machine
rooms, and a toilet. The main conditioned zone has an
area of 21.45 m? and a volume of 81.51 m3. The
conditioned portion has 61.94 m? of above-ground wall
area and 12.76 m? of window area, corresponding to a
window-to-wall ratio of 20.60%.

Occupancy, internal loads, and ventilation are
represented. In the main conditioned zone, nominal
occupancy is approximately 5 persons, the lighting
power density is 10.6563 W/m?, the electric equipment
density is 7.642 W/m?, and the design outdoor airflow
rate is 0.0143 m3/s. The minimum mechanical ventilation
and infiltration rates are 0.491 h™ and 0.031 h7,
respectively. The simulation timestep is 10 min.

To evaluate PV-supported operation, the case study
was coupled with a 200 W on-site PV system in
EnergyPlus. The PV model used a fixed conversion
efficiency of 0.20 and an active solar-cell fraction of 1.0
on all PV-mounted surfaces. PV generators were
assigned to ten exterior shading surfaces with decoupled
heat-transfer integration. HVAC-related grid import was
calculated from the timestep balance between HVAC
demand and PV generation, and PV performance was
assessed using the Self-Consumption Ratio (SCR) and
Self-Sufficiency Ratio (SSR).

2.2 Control formulation

The HVAC control problem is formulated as a
MOMDP with a 10-min control interval. At each
timestep, the controller receives the state vector

St = [Tout:Tzone'RH' PMV, COZJPHVAC]T (D

Where Tout is outdoor temperature, T,one iS zone
temperature, RH is relative humidity, PMV is predicted
mean vote, CO, is indoor carbon dioxide concentration,
and Pyvac is HVAC electricity use

The action space is discrete and combines
thermostat and ventilation control. The thermostat
action selects one of 15 nominal temperature setpoints
from 16 to 30 °C at 1 °C intervals. Each nominal setpoint
is implemented as a dual-setpoint deadband controller,
with heating and cooling setpoints defined as
Tsetpoint — 1.0°C and  Tgerpoine + 1.0°C, respectively.
The ventilation action selects one of 10 supply fan mass-
flow ratios from 0.1 to 1.0 at 0.1 intervals, with a
maximum fan mass flow rate of 0.682 kg/s. This yields
150 discrete supervisory actions and preserves physically
interpretable control commands.

The reward is defined as a three-dimensional vector,

re = [rf,rf i)

where the components correspond to energy use,
thermal comfort, and IAQ. To avoid numerical
dominance by one objective, all reward components are
normalized to [-1,0], with O as the most desirable
instantaneous value and -1 as the maximum penalty. The
energy reward is definedas £ = max(—1, —Pyyc(t)/
500) and penalizes HVAC electricity use, particularly
grid-dependent consumption. The comfort reward
penalizes thermal discomfort based on the PMV, defined
as ¢ = -min(1,0.5|PMV(t)|), following 1SO 7730
[20]. The IAQ reward penalizes poor IAQ using a CO,-
based criterion: it is 0 when CO, < 450 ppm, decreases
linearly from 450 and 950 ppm as -(CO, - 450)/500, and
is -1 when CO, = 950 ppm. Here, 950 ppm is a study-
specific penalty threshold and control design choice
rather than a universal IAQ standard, consistent with
broader interpretations of indoor CO, guidance [7]. This
vector reward formulation lets the controller adjust
energy—comfort—IAQ priorities without redefining the
control problem.

2.3 Envelope Q-Learning controller

EQL [18] is used to learn a vector-valued action-value
function rather than a single scalarized value function.
During training, preference vectors are sampled from the
weight simplex, allowing the agent to experience
different trade-offs among energy, comfort, and IAQ. At
decision time, the selected preference vector scalarizes
the learned vector-valued Q-function, and the action
with the highest scalar utility is applied.

The controller uses a neural Q-network with replay-
buffer training, target-network stabilization, and € -
greedy exploration. EQL uses a discount factor of 0.95, a



learning rate of 1074, a replay buffer of approximately 10°
transitions, a batch size of 256, and 200 training
episodes. Training is conducted over the whole year to
capture seasonal variations in building operation.

2.4 Benchmark controllers and evaluation

EQL is compared with Scalarized DRL and MOMPC.
Scalarized DRL uses the same state variables, action
space, reward components, and training settings as EQL,
but combines the reward vector into a single weighted
reward and trains one agent per preference. MOMPC is
used as a model-based baseline with the same action
constraints and objectives, a simplified prediction model
of zone temperature and CO, dynamics, and an 8-step
prediction horizon.

Four preference settings are evaluated: energy
(8,1,1), comfort (1,8,1), air quality (1,1,8), and balanced
(1,1,1). Robustness is assessed through whole-year
simulation and sensitivity across these preferences.
Performance is evaluated using cumulative objective
rewards, annual HVAC grid import, PV SCR, PV SSR,
Pareto-style plots, and representative time-series
profiles.

3. RESULTS AND DISCUSSION
3.1 Performance benchmark across preference settings

Figure 1 compares cumulative energy, comfort, and
IAQ rewards under four preference settings. Because
rewards are reported as penalties, values closer to zero
indicate better performance. Across all settings, EQL
shows the strongest overall reward profile, indicating
better preservation of the trade-offs among energy,
comfort, and IAQ than either benchmark. Under the
energy, comfort, and air-quality preferences, EQL
achieves the best performance on the corresponding
prioritized objective while maintaining a favorable cross-
objective balance. Its clearest advantage appears in the
balanced case, where it provides the best overall three-
objective combination. Figure 2 confirms this result
under the balanced preference, and Figure 3 shows that
the gains over Scalarized DRL and MOMPC are consistent
across preference settings.

The advantage of EQL is mainly due to its preference-
conditioned vector-reward structure. Scalarized DRL
compresses all objectives into one reward and therefore
learns a fixed-priority policy. MOMPC considers multiple
objectives, but its performance depends on the
prediction model, finite horizon, and online
optimization. EQL instead preserves the reward vector
and samples preferences during training, allowing one

trained controller to adapt its action selection when
operating priorities change.

Preference: Energy

075’? o
Ty

PENFEN

Preference: Comfort

,5uuz I??‘ I % &

~10000 rﬂsrxﬁ % -nu‘% I;

Reward
|
o
2
2
=

=10000

S
DR
SRR

O

§
—13000 A%g

ive

—20000
—15000-

—23000

Cumulative Reward

= Envelope
S —20000 - r#a Scalatized
ww MOMPC

C

umulative
AN
LR
&

=

—30000

ey 21
Energy Comfort 1A0Q Energy Comfort 180
Preference: Air Quality Prelerence:
%

q- 8 . 0
=500 - IE@ —5000 !E;‘{

2 —10000- m’ ~10000 .NQ
—15000 - o $ b‘d

IR

£ _

;- SR

e

N
22

ve Reward

E
=
z
T
£ _13000 REES
F % hllnogtds -1 <
= &} '4 faoe £ -20000
& 20000 o B o=
£ —sum0 4 £ 25000
~ 30000~ % © —30000
. ek ~33000 i |
Encrgy Comfort 40 Enorgy Comfu 140

Fig. 1 Comparison of cumulative rewards across
controllers under different preference settings.
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Envelope Q-Learning Improvement
Over Scalarized DRL and MOMPC

Energy - Energy
Energy - Comfort

Energy - 1AQ +27.3% 80

Comfort - Energy 60

40
Comfort - Comfort

20
Comlorl - IAQ +14.2%

Air Quality - Energy +53.6%

|
(%]
=}

Air Quality - Comfort +54.2%

f=1
Envelope Improvement (%)

—40

Air Quality - 1AQ 60

Balanced - Energy _80
Balanced - Comfort

Ralanced - TAQ +21.1% +23.0%

vs Scalarized vs MOMPC

Fig. 3 Percentage improvement of EQL over Scalarized
DRL and MOMPC across objectives and preferences



3.2 Energy-comfort trade-off

The Pareto plot in Figure 4 further illustrates the
trade-off structure. The EQL solutions define the upper-
left frontier of the energy-comfort space, corresponding
to lower energy penalties and lower comfort penalties.
In contrast, Scalarized DRL occupies a narrower and less
favorable region, while MOMPC includes several
solutions with severe comfort penalties and relatively
weak energy performance.
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Fig. 4 Energy-comfort Pareto front of the evaluated
controllers

This result is consistent with the role of EQL as a
preference-conditioned MORL method. By learning from
vector-valued rewards under sampled preference
vectors, it recovers a broader and better-positioned set
of policies than methods based on fixed scalarization or
repeated model-based optimization.

3.3 Annual HVAC grid import

Figure 5 compares annual HVAC-related grid
electricity import. EQL yields the lowest grid import in all
four preference settings. The lowest absolute grid import
occurs under the energy preference, where EQL reduces
annual grid import to 150 kWh, compared with 614 kWh
for both Scalarized DRL and MOMPC. Under the balanced
preference, annual grid import is 261 kWh, compared
with 767 kWh for Scalarized DRL and 1028 kWh for
MOMPC. These results show that the proposed
controller not only improves cumulative reward
performance but also reduces direct grid dependence,
which is central to net-zero-oriented HVAC operation.
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Fig. 5 Annual HVAC-related grid electricity import for
each controller under different preference settings.

3.4 Envelope trade-off across preference settings

Figure 6 shows the internal trade-off recovered by
EQL. The energy-preference policy yields the lowest
annual HVAC energy use at 193 kWh, but also the lowest
comfort level among the four Envelope operating modes,
with 91.9% of occupied time within the acceptable PMV
range. By contrast, the balanced-preference policy
achieves 100.0% thermal comfort while maintaining
relatively low HVAC energy use at 319 kWh. The comfort-
and air-quality-preference policies increase annual HVAC
energy use to 706 and 808 kWh, respectively, with
corresponding comfort levels of 96.4% and 92.5%.

These results show that the balanced policy provides
the most attractive practical compromise in this case
study, while also demonstrating the operational
flexibility of the proposed framework. A building
operator can switch among energy-oriented, comfort-
oriented, air-quality-oriented, and balanced operating
modes without retraining the controller.
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Fig. 6 Trade-off between annual HVAC energy use and
thermal comfort across EQL preference settings.

3.5 PV self-consumption ratio and self-sufficiency ratio

EQL generally attains the highest SSR, as shown in
Figure 7. Under the energy preference, SSR reaches
48.1%, compared with 43.4% for both Scalarized DRL and
MOMPC. Under the balanced preference, SSR is 45.5%,
compared with 38.2% for Scalarized DRL and 39.1% for



MOMPC. EQL also leads in the comfort and air-quality
settings, with SSR values of 41.0% and 39.8%, whereas
Scalarized DRL achieves 39.4% and 38.1%, and MOMPC
achieves 31.7% and 31.6%, respectively. These results
indicate that EQL allows a larger fraction of HVAC
demand to be supplied by on-site PV across all tested
preference settings.
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Fig. 7 PV SSR of HVAC operation for each controller
under different preference settings.

Figure 8 further shows that higher PV SCR does not
necessarily indicate better overall energy performance.
MOMPC attains very high SCR values, reaching 95.5%
under the comfort preference and 97.0% under the air-
quality preference, but these points are associated with
much more negative energy rewards, indicating higher
HVAC electricity use. By contrast, EQL achieves better
energy performance across the evaluated settings, even
when its SCR is lower. In the balanced case, for example,
EQL has an SCR of 25.6%, compared with 55.5% for
Scalarized DRL and 77.3% for MOMPC, yet it still delivers
the best energy reward and the lowest grid import at 261
kWh. Thus, PV-oriented HVAC performance should not
be judged by SCR alone, but interpreted together with
SSR, total HVAC demand, and grid dependence.
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Fig. 8 Relationship between HVAC energy performance
and PV SCR across controllers and preference settings.

3.6 Time-series interpretation

The one-week profiles in Figure 9 help explain the
annual results. During daytime PV production, the
Envelope controller keeps HVAC operation within a
relatively narrow range while reducing grid import over
substantial periods. Grid import becomes more visible
mainly when PV generation is unavailable or insufficient.

This indicates that the controller can exploit PV
availability without excessive over-conditioning to
absorb renewable generation. Overall, the results show
that EQL offers stronger robustness across changing
objective priorities than either Scalarized DRL or
MOMPC, while also improving the quality of the trade-
offs among electricity use, comfort, IAQ, and grid
dependence.
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Fig. 9 Representative time-series profiles of PV
generation, HVAC electricity use, and grid electricity
import under EQL for the balanced and energy
preference settings.

4. CONCLUSIONS

This study proposed a multi-objective HVAC control
framework for PV-integrated residential modular
buildings based on EQL. HVAC operation was formulated
as a MOMDP with three objectives: energy use, thermal
comfort, and IAQ. By preserving the reward vector
during training, EQL learns a reusable family of policies
rather than a single fixed-priority controller.

EQL outperforms Scalarized DRL and MOMPC across
all evaluated preference settings, achieving better
cumulative reward trade-offs, a more favorable energy-
comfort Pareto frontier, and the lowest annual HVAC
grid import in every tested case. The balanced-
preference policy is especially attractive because it
combines strong three-objective performance with low
grid dependence.



The results also show that net-zero-oriented HVAC
control should be assessed not by PV SCR alone, but
together with SSR, total HVAC demand, and grid import.
On this basis, EQL offers a more practical renewable-
integration strategy for modular residential buildings. A
natural next step is to incorporate PV-alighment metrics
directly into the reward design. In particular, PV SCR, SSR,
or net grid exchange could be added as reward terms or
explicit objectives so that renewable matching is
optimized during learning rather than only evaluated
after simulation. This would further strengthen net-zero-
oriented control while preserving adaptability to
changing energy, comfort, and IAQ priorities.
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