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ABSTRACT 
Integrating Large Language Models (LLMs) into home 

energy management systems promises personalized, 
autonomous energy scheduling. However, reliance on 
cloud-based LLMs introduces severe privacy 
vulnerabilities regarding household data and critical 
latency bottlenecks for control loops. While deploying 
edge LLMs offers a localized solution, their human-
computer interaction (HCI) capabilities in continuous, 
dynamic physical environments remain insufficiently 
evaluated. This work proposes a novel evaluation 
framework bridging this gap. We develop a context-
aware scenario generator to create physically grounded 
HCI testbenches, and introduce an event-driven "LLM-as-
a-Judge" sandbox that merges subjective semantic 
scoring with objective, solver-derived metrics. Case 
studies evaluate various sub-12B edge models, 
quantifying their intent comprehension and physical 
modeling boundaries. This research provides essential 
insights into the capability limits of edge intelligence, 
laying a foundation for their reliable deployment in 
privacy-sensitive energy systems. 
 
Keywords: home energy management system, large 
language model, edge intelligence, human-computer 
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1. INTRODUCTION 
The integration of Large Language Models (LLMs) 

into power systems has emerged as a transformative 
trend[1]. Specifically, deploying LLMs as autonomous 
agents within Home Energy Management Systems 
(HEMS) enables highly personalized, intelligent energy 
scheduling and dynamic user preference elicitation[2]. 
However, relying on cloud-based LLMs for HEMS raises 
critical privacy and latency concerns. Household energy 
consumption patterns, occupancy schedules, and 
appliance statuses constitute highly sensitive data, while 
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energy control loops demand strict low-latency 
responses. Consequently, deploying edge LLMs (typically 
with sub-12B parameters) offers a promising, localized 
solution[3]. 

Despite these deployment advantages, constrained 
by their reduced parameter scale, edge LLMs generally 
exhibit weaker reasoning and code-generation 
performance than frontier cloud models, which may 
increase the risk of hallucination and logically 
inconsistent outputs in complex control tasks[4]. 
Crucially, the parameter scale of these edge models 
directly dictates the hardware requirements and 
deployment costs of HEMS devices. Over-provisioning 
hardware significantly increases capital expenditure, 
while under-provisioning compromises system 
reliability. 

Existing LLM evaluation frameworks rarely assess 
multi-turn, stateful natural-language-to-code decision 
making under physical feasibility constraints, which is 
central to home energy management. To assess open-
ended generation, researchers adopt the "LLM-as-a-
Judge" paradigm using frontier models for subjective 
semantic scoring[5]. However, current implementations 
of this paradigm primarily focus on single-turn, 
deterministic queries. They lack the capacity to evaluate 
continuous, sequential tasks where historical context 
and dynamic state continuity are paramount. 
Furthermore, this approach has not yet been effectively 
adapted to the specific domain of home energy 
management. 

To address these limitations, we propose a novel 
framework (illustrated in Fig. 1) to evaluate the HCI 
capabilities of edge LLMs in HEMS. We formulate the 
HEMS interaction task as a state-aware Natural Language 
to Code (NL-to-Code) translation problem. By employing 
a frontier cloud-scale LLM as the evaluator, this 
framework comprehensively assesses unstructured 
conversational workflows. Quantifying these capability 
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boundaries provides essential insights to guide edge 
model deployment and practical hardware selection. 

The main contributions of this work are summarized 
as follows: 

1. We propose a comprehensive evaluation 
framework for HEMS by combining a context-
aware scenario generation method with an 
event-driven "LLM-as-a-Judge" sandbox. This 
approach bridges subjective semantic scoring 
with objective, solver-derived feedback, allowing 
for the continuous evaluation of sequential, 
physically grounded human instructions. 

2. Through extensive case studies on various edge 
LLMs, we quantify their intent comprehension 
and physical modeling boundaries. The results 
reveal key systematic vulnerabilities in multi-
objective conflict resolution and constraint 
formulation among current edge models. 

The remainder of this paper is organized as follows: 
Section 2 details the context-aware scenario generation 
method. Section 3 introduces the LLM-as-a-Judge 
evaluation framework. Section 4 presents the case 
studies and performance analysis. Finally, Section 5 
concludes the paper and discusses future directions. 

2. SCENARIO GENERATION FRAMEWORK 
To comprehensively evaluate the edge LLMs' 

capability to translate human intent into complex 

mathematical programming models, we establish a 
benchmark grounded in physical and economic 
constraints. The construction pipeline ensures that the 
generated HCI corpus is physically grounded, temporally 
coherent, and cognitively stratified. 

2.1 Scenario Settings and Metadata Initialization 

The HEMS decision space is highly sensitive to user 
heterogeneity and dynamic environments. To ensure 
comprehensive coverage of potential operational states 
without redundancy, base scenarios are formulated by 
combining three primary dimensions: user profiles (10 
categories), weather contexts (5 categories), and pricing 
schemes (2 categories). This distribution deliberately 
prioritizes user behavioral heterogeneity over electricity 
price variations to better capture complex human-
system interaction scenarios. This combination yields 
100 unique HEMS metadata configurations, covering a 
diverse sample of boundary conditions. 

2.2 Context-Aware Instruction Synthesis 

A critical challenge is ensuring alignment between 
natural language instructions and underlying physical 
states. We propose a context-aware instruction 
synthesis method—a specialized Data-to-Text pipeline—
that derives human commands directly from generated 
physical time-series data. First, a feature extraction 
algorithm identifies key physical triggers, such as 
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extreme temperature peaks, maximum charging 
demand, or price spikes. Acting as a virtual resident, a 
frontier cloud-scale LLM receives these timestamped 
features as contextual constraints and generates 
logically responsive natural language commands. 

For the 100 scenarios, 1,000 plausible and state-
grounded HCI instructions are generated. These 
instructions are stratified into three cognitive complexity 
levels based on their required mathematical 
modifications: 

 Explicit Instructions contain precise time windows 
and numerical targets, evaluating standard 
constraint formulation capability. 

 Fuzzy Instructions lack specific numerical bounds, 
requiring the edge LLM to infer boundaries based 
on current system states. 

 Conflicting Instructions introduce deliberate 
physical or economic contradictions, assessing 
advanced reasoning capacity to dynamically relax 
constraints or re-weight multi-objective functions. 

3. LLM-AS-A-JUDGE EVALUATION METHOD 

3.1 Dynamic Code-Injection Sandbox 

To evaluate the capacity of edge LLMs to actively 
manage energy systems, we propose an event-driven, 
code-injection simulation framework based on a rolling-
horizon Model Predictive Control (MPC) architecture, as 
illustrated in Fig. 2. Unlike traditional static NLP 
evaluations, this closed-loop design embeds the edge 
LLM directly into the optimization process, allowing it to 

dynamically modify the underlying mathematical model 
via real-time, incremental code generation. 

The framework operates sequentially over a 336-
step temporal horizon (Δ𝑡 = 0.5 hours). Triggered by 
human commands, the LLM acts as a decision-making 
agent. It is prompted with the current physical states 
(e.g., indoor temperature, EV state-of-charge, 
dishwasher remaining energy), a short-horizon 
environmental forecast (48 steps), and the active source 
code. The LLM then synthesizes executable 
modifications, which are merged into the active code 
using an incremental merging algorithm. 

To prevent system failures caused by LLM 
hallucinations or syntax errors, the synthesized code is 
routed to an isolated compilation sandbox using a 
dynamic execution environment. If the underlying 
mathematical solver successfully identifies an optimal 
solution under the new constraints, the modified code is 
permanently committed to the system's memory for 
subsequent MPC steps. Conversely, if the code triggers 
syntax exceptions or mathematical infeasibility, a multi-
tier rollback mechanism is activated. The system first 
discards the faulty modifications and attempts to 
proceed with the previously verified code state; if the 
base code also fails due to extreme constraints, it reverts 
to a conservative fallback strategy (e.g., load shedding 
and natural temperature drift) to ensure continuous 
simulation operation while precisely isolating and 
logging the LLM's logical errors. 

3.2 Dual-Track Evaluation Criteria 

To accurately quantify intent comprehension and 
code generation capabilities, we implement a dual-track 
evaluation methodology. Specifically, objective validity is 
assessed via deterministic solver feedback within a 
compilation sandbox, while subjective semantic 

 
Fig. 2 Dynamic code Injection Sandbox 
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alignment is evaluated by deploying a frontier cloud-
scale LLM as a Judge, as Fig. 3 shows. 

A. Objective Solver-Derived Metrics 
Execution outcomes within the compilation sandbox 

yield objective, deterministic metrics. Let 𝐾 denote the 
total number of interactive instructions. 

1. Code Executability Rate (CER): Measures the 
syntactic validity of the generated modifications. 

CER =
1

𝐾
 ∑ 𝟏

𝐾

𝑖=1

(Syntax(Code𝑖) =  Valid) 

where 𝟏(⋅) is the indicator function, and Code𝑖 is 
the generated code after instruction 𝑖. 

2. Physical Feasibility Rate (PFR): Evaluates logical 
consistency and constraint validity. It is defined 
as the ratio of generated code modifications that 
successfully yield an optimal solution without 
triggering the sandbox rollback mechanism (i.e., 
devoid of contradictory physical boundaries). 

PFR =
1

𝐾
 ∑ 𝟏

𝐾

𝑖=1

(Solver(Code𝑖) =  Feasible) 

B. Subjective LLM-as-a-Judge Scoring 
Because mathematical feasibility does not guarantee 

semantic alignment, a frontier cloud-scale LLM is 
deployed as a Judge to evaluate the unstructured 
semantic quality. The Judge evaluates the generated 
code and sandbox outcomes on a scale of 0 to 5 based 
on three distinct criteria: 

1. Intent Tracking & Alignment: Assesses whether 
the model truly understood the natural 
language intent and mapped it to the correct 
physical parameters. 

2. Code Quality & Stateful Maintenance: 
Evaluates the robustness of the generated 
code. It penalizes catastrophic forgetting and 
destructive overwrites, rewarding models that 
safely append or clear conflicting components 
while preserving prior constraints across multi-
turn interactions. 

3. Task Resolution Effectiveness: Determines the 
model's capacity to resolve conflicting goals 
without causing infeasibility. High scores are 
awarded for advanced optimization thinking. 

4. CASE STUDY AND DISCUSSION 

4.1 Case Settings and Platform 

To validate the proposed evaluation framework, 
comprehensive case studies were conducted using a 
diverse set of representative edge LLMs. The evaluated 
edge models include the Qwen3.5 series[6] (0.8B, 2B, 4B, 
9B), the Gemma 4 series[7] (2B, 4B) and Ministral 3[8] (3B). 
For the dual-track evaluation, DeepSeek-V3.2[9] and 
Gemini-3-Flash[10] are used to generate human 
instruction trajectories, while also serving as the "Judge" 
models for subjective semantic scoring. 

All simulations and edge model inferences were 
executed locally on a workstation equipped with an 
NVIDIA RTX 4090 GPU (24GB VRAM) to ensure consistent 
hardware evaluation. The frontier cloud-scale models 
(DeepSeek-V3.2 and Gemini 3 Flash) were accessed via 
the APIs provided by SiliconFlow and Google Cloud, 
respectively. We tested 100 scenarios containing 1,000 
human instructions, with 336 step per scenario. 

4.2 Scenario Showcase 

 
Fig. 4 Scenario Showcase of the Human-Computer Interaction Execution Loop 
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To provide an intuitive understanding of the event-
driven sandbox mechanism and demonstrate the 
practical feasibility of the proposed framework, Fig. 4 
illustrates a standardized multi-panel engineering view 
of a specific evaluation scenario. 

The output trajectories visually dissect the complete 
HCI process. Upon receiving a natural language 
instruction, the edge LLM translates the human intent 
into executable optimization decision code. These 
generated constraints are then dynamically integrated 
into the existing MPC baseline formulation. 

The physical execution of this continuous HCI loop is 
clearly evidenced in the system's operational response. 
The load-shifting behaviors actively adapt to both 
external grid price signals and the newly user-injected 
time windows. This precise physical state tracking 
verifies that the edge LLM successfully bridges the gap 
between unstructured natural language commands and 
deterministic energy management control. 

4.3 Performance Analysis 

We first evaluate the solver-derived objective 
performance across the tested models. As shown in Fig. 
5, frontier cloud models consistently outperform edge 
models in all metrics. The gap is modest for CER but 
substantially larger for PFR and judge-based semantic 
scores, indicating that syntactic correctness does not 
translate into physically valid decision logic. For example, 
the average CER of sub-4B edge models remains above 
80% (except Ministral3-3B), whereas their average PFR 
drops to below 60%. 

This discrepancy highlights a critical limitation. Edge 
LLMs successfully generate syntactically formal and 
correct Python code, but they frequently fail to reflect 
the rigorous mathematical and physical laws governing 
the energy system. Additionally, we evaluated 
configurations with internal model reasoning 
mechanisms enabled. The outcomes indicate that 
activating these thinking processes does not consistently 
yield higher performance. 

We then compare the subjective semantic scores 
determined by the LLM-as-a-Judge framework. As Fig. 6 
shows, the evaluation reveals a similar trend, with edge 
models consistently trailing cloud-based models across 
intent comprehension, code quality, and task resolution. 
This capability gap becomes especially severe for edge 
models scaled below 4B parameters. 

 
Fig. 5 Comparison of Solver-Derived Performance 

 
Fig. 7 Comparison of LLM-as-a-Judge Scoring among 

different three cognitive complexity levels 

 
Fig. 6 Comparison of LLM-as-a-Judge Scoring 
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Finally, we analyze model effectiveness across 
different human instruction complexities, encompassing 
explicit, fuzzy, and conflicting commands, as Fig. 7 shows. 
Although absolute performance metrics drop for all 
models as model size decreases, the relative ranking of 
the models remains entirely consistent across all three 
instruction types. This consistent ranking across 
instruction types suggests that the observed 
performance gap is broad-based rather than confined to 
a single category of semantic interpretation. 

5. CONCLUSIONS 
This paper proposes a dual-track framework to 

evaluate the human-computer interaction (HCI) 
capabilities of edge LLMs in Home Energy Management 
Systems (HEMS). By formulating HCI as a state-aware 
natural language-to-code translation task, we combine a 
context-aware scenario generator and an event-driven 
sandbox to merge objective solver metrics with 
subjective LLM-as-a-Judge scoring. 

Evaluating sub-12B edge models reveals a systematic 
capability gap compared to cloud LLMs. While adept at 
generating syntactically valid code, edge models—
particularly those under 4B parameters—struggle to 
translate complex intents into physically viable 
constraints. Their consistent degradation across explicit, 
fuzzy, and conflicting instructions highlights inherent 
bottlenecks in physical reasoning, state maintenance, 
and conflict resolution, rather than superficial semantic 
misunderstanding. 

The proposed framework can inform model selection 
for edge HEMS deployment. However, practical 
deployment decisions should additionally consider 
latency, memory footprint, on-device energy 
consumption, and runtime safety safeguards, which are 
beyond the scope of this study. Future work should 
enhance testbench realism with real-world operational 
data and validate algorithms on physical edge hardware 
to assess actual latency and energy constraints. 
Additionally, although standard Chain-of-Thought (CoT) 
showed limited effectiveness, customizing CoT strategies 
could unlock the models' latent potential for complex 
conflict resolution. 
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