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ABSTRACT 

Accurate identification of high consequence areas 

(HCAs) is critical for oil and gas pipeline safety 

management, because the final grading depends on 

whether building exposure evidence within the pipeline 

buffer zone remains reliable from image interpretation 

to engineering rule evaluation. This paper presents a 

complete workflow that converts building recognition 

results from unmanned aerial vehicle (UAV) corridor 

imagery into structured engineering evidence for rule-

based HCA grading. Building masks predicted by a deep 

segmentation model are restored to geographic 

coordinates, vectorized into footprint polygons, and 

intersected with the pipeline buffer. Each footprint is 

then combined with digital surface model (DSM) data to 

estimate building height, floor count, household 

number, and population. Point-of-interest (POI) records 

are spatially filtered and classified into hazardous-facility 

and sensitive-place triggers through keyword matching. 

The fused evidence vector, including building count, 

estimated households, population density, and POI 

triggers, is evaluated by a configurable rule operator that 

outputs both an HCA grade and its decision reason. Two 

decision-oriented reliability measures, evidence margin 

and grade-stability index, are further introduced to 

quantify how close a segment is to a rule boundary and 

whether plausible evidence perturbations would change 

the final grade. The proposed method provides a 

traceable pathway from UAV imagery to auditable HCA 
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grading, supporting differentiated inspection planning in 

pipeline integrity management. 
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NOMENCLATURE 

Abbreviations  

 sI  
UAV corridor orthomosaic of 
segment s 

 sD  Digital surface model (DSM) 

 sL  Pipeline route centerline  

 sQ  Point-of-interest (POI) dataset 

 sU  Pipeline grading buffer region 

 bR  Buffer radius 

 sM  Predicted building mask 

 sB  Set of vectorized building footprints 
within the buffer 

 iA  Footprint area of building 𝑏𝑖 

 ih  DSM-derived building height 

 iF  Estimated floor count 

 iH  Estimated households of building 𝑏𝑖 

 iP  Estimated population of building 𝑏𝑖 

 sH  Total estimated households within 
the buffer 

 sP  Total estimated population within 
the buffer 

 haz

sz  Hazardous-facility POI trigger 

 sen

sz  Sensitive-place POI trigger 

 se  Fused evidence vector 

 ,s sg r  Final HCA grade and decision reason 
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 ,Hs sm S  
Decision margin and grade-stability 
index 

1. INTRODUCTION 

Pipeline high consequence area (HCA) identification 

is fundamental to integrity management because it 

determines inspection priorities, mitigation strategies, 

and emergency preparedness based on population 

exposure, sensitive receptors, and hazardous facilities 

along the corridor (ASME, 2022). According to GB 32167-

2015, HCAs are geographic areas where a pipeline failure 

could cause severe consequences to population, 

property, or the environment. HCA grading considers the 

number and type of buildings, population density, and 

the presence of sensitive facilities such as schools, 

hospitals, and hazardous material storage sites within a 

prescribed buffer zone. The grading result directly 

governs design coefficients, wall thickness requirements, 

inspection frequency, and emergency response levels. 

In routine engineering practice, HCA grading relies 

on field surveys where inspectors walk along the pipeline 

to count buildings, estimate households, and record 

sensitive facilities. This manual approach suffers from 

four well-documented limitations (Yang et al., 2024): 

high labor intensity along pipelines spanning hundreds of 

kilometers, subjective judgment that produces 

inconsistent results across different inspectors, poor 

dynamic adaptability when new construction occurs 

between survey cycles, and fragmented data 

management that makes historical comparison difficult. 

GIS-assisted methods partially address these issues 

by digitizing the pipeline centerline, constructing buffer 

zones, and overlaying spatial data. However, the core 

limitation lies in the input data: available building vector 

layers are often updated infrequently, population figures 

come from coarse statistical yearbooks, and POI records 

provide functional labels but carry no footprint geometry 

(Dai et al., 2024). These gaps are most severe in rapidly 

changing urban-rural fringe areas, precisely where timely 

HCA updating matters most. 

UAV platforms offer centimeter-resolution corridor 

orthomosaics and digital surface models (DSMs) that can 

keep building evidence current and spatially precise. 

Low-altitude flights yield ground sample distances below 

3 cm, allowing individual building rooftops, courtyard 

walls, and road edges to be clearly resolved. Deep 

segmentation models have improved building extraction 

from such imagery (Chen et al., 2018; Ronneberger et al., 

2015). However, a high segmentation score does not 

automatically imply a reliable HCA grade. The 

engineering decision is not made from pixels directly but 

from structured evidence including building footprints, 

household estimates, population density, and point-of-

interest (POI) triggers within the pipeline buffer. 

This creates an underexplored problem: how should 

building recognition outputs be transformed into rule-

ready, auditable evidence for HCA grading? If a 

recognized building cannot be traced to a footprint area, 

an exposure estimate, and a rule hit, the result is difficult 

for engineers to review. Conversely, if a final grade is 

reported without indicating its distance to decision 

thresholds, near-threshold segments may be 

overtrusted. Explainability research has emphasized that 

useful decisions require understandable reasons rather 

than only predictive labels (Miller, 2019). 

This paper presents a complete workflow that 

bridges the gap between building recognition and HCA 

grading. The contribution is threefold. First, we formalize 

the evidence conversion chain from building masks to 

georeferenced footprints, height and floor estimation, 

household and population calculation, and POI trigger 

classification. Second, we describe a configurable rule 

operator that outputs both an HCA grade and its decision 

reason, making the grading auditable. Third, we 

introduce decision-margin and grade-stability measures 

that connect evidence uncertainty to grading reliability. 

2. METHODOLOGY 

2.1 System overview and input data 

For a pipeline segment s , the system uses four data 

sources: (a) a UAV corridor orthomosaic sI  for building 

recognition; (b) a DSM sD  for building height 

estimation; (c) the pipeline route centerline sL  for 

buffer construction; and (d) a POI dataset sQ  for 

identifying hazardous and sensitive facilities. The system 

output is a structured HCA record containing the final 
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grade, decision reason, and all intermediate evidence 

variables. 

 

Fig. 1. Overall workflow from UAV corridor imagery to HCA 

grading 

2.2 Building recognition and geographic restoration 

The UAV orthomosaic is read as a georeferenced 

GeoTIFF image, preserving the raster transform and 

coordinate bounds. Because the original orthomosaic 

can contain tens of millions of pixels, the system first 

constructs a unified canvas, removes black border 

regions caused by orthomosaic stitching, and then tiles 

the canvas into 256 x 256 patches with a stride of 128 

pixels (50% overlap). Each patch is fed into a trained 

UNet++ segmentation model to obtain a building 

probability map. 

To reduce patch-edge artifacts arising from 

independent inference on overlapping tiles, predictions 

are fused using Gaussian kernel weighting: 

( ) ( )
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( )
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P x
G x
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where ( )kP x  is the predicted probability from the k-

th patch and ( )kG x  is the Gaussian weight centered on 

that patch. The fused probability map is smoothed with 

a Gaussian blur filter and thresholded at 0.5 to produce 

a binary building mask. The mask is then restored from 

the canvas coordinate system to the original 

orthomosaic dimensions, preserving geographic 

reference information for subsequent spatial overlay 

with the pipeline buffer and POI data. 

2.3 Buffer construction and footprint extraction 

A grading buffer 
sU  is constructed around the 

pipeline centerline 
sL  with a fixed radius 200mbR = : 

{ dist( , ) } (2)s s bU x x L R= ∣  

The building mask is clipped by the buffer, and only 

buildings intersecting sU  are retained. Contours are 

extracted from the clipped mask and converted into 

georeferenced polygons. Each polygon 
ib  with 

footprint area 
miniA A  is kept as a valid building 

footprint. The building evidence set is: 

min{ ( ), , } (3)s i i s i i sB b b V M A A b U=     ∣  

where ( )V   denotes the vectorization operator that 

converts mask pixels into geographic polygons. This step 

ensures that the segmentation output is not treated as 

the final product but as an intermediate object that 

becomes engineering evidence only after 

georeferencing, filtering, and buffer intersection. 

2.4 Building height and floor estimation from DSM 

For each building polygon ib , the system samples 

DSM pixels within the footprint. The building height is 

estimated as the difference between the 95th and 5th 

percentile DSM values within the polygon: 

95% 5%( ) ( ) (4)i i ih DSM b DSM b= −  

where the 95th percentile approximates the rooftop 

elevation and the 5th percentile approximates the 

ground elevation. Buildings with estimated height 

outside the range [1m,150m]  are discarded as noise. 

The floor count is then estimated as: 

0

1, 5m

(5)
1 , 5m

i

i i

i
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h
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h

h




 = −
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where 0 4.5h m=  is the assumed first-floor height 

and 3mfh =  is the typical inter-floor height. This 

piecewise rule ensures that single-story structures are 

not erroneously assigned multiple floors. 

2.5 Household and population estimation 

The estimated household count for each building is 

computed as: 
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i

u i

AF
H

a F


=  

where 0.6 =  is the occupancy coefficient 

accounting for non-residential usage, and ( )u ia F is the 

reference residential area per household, which varies 

with floor count: 

2
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Buildings whose footprint area exceeds an industrial-

use threshold are assigned zero households to prevent 

large factories or warehouses from being misclassified as 

residential. The population for each building is estimated 

as: 

(8)i iP H=  

where 2.6 =  is the average number of persons 

per household. The segment-level aggregation is: 

, ,
| |

pop s

s i s i s

i i s

P
H H P P

U
= = =   

where sH  is the total estimated households, sP  is 

the total estimated population, pop

s  is the population 

density, and | |sU  is the buffer area. Eqs. (6)-(9) make 

the link between footprint extraction and consequence 

evidence explicit: missed buildings reduce sH  and sD , 

whereas false detections inflate them. 

2.6 POI trigger evidence 

POI records used in this study are sourced from 

commercial POI databases. Since these databases 

typically use the GCJ-02 coordinate system (a Chinese 

national coordinate standard with deliberate offset), the 

system first transforms all POI coordinates to WGS84 to 

align with the orthomosaic and pipeline route. Only POIs 

located within both the orthomosaic spatial extent and 

the 200 m pipeline buffer are retained for analysis. 

Each retained POI jq  is classified through keyword 

matching on its name, type, and address fields into three 

categories. (a) Hazardous facilities: entries matching 

keywords such as gas station, oil depot, chemical plant, 

LNG station, CNG station, petroleum, flammable, or 

explosive. (b) Category-I sensitive places: entries 

matching school, hospital, nursing home, kindergarten, 

railway station, airport, library, or museum. (c) Category-

II public gathering places: entries matching market, park, 

cinema, stadium, hotel, or restaurant. The binary trigger 

variables are defined as: 

{ : , ( ) } (10)haz

s j s j s j hazz q Q q U c q C=      

{ : , ( ) } (11)sen

s j s j s j senz q Q q U c q C=      

where hazC  and senC  denote the keyword sets for 

hazardous and sensitive categories, respectively. This 

classification converts unstructured POI information into 

rule-ready trigger evidence. 

Table 1. Key parameters used in the evidence conversion 

chain. 

Parameter Description Value 

𝑅𝑏 Buffer radius 200 𝑚 

𝜌 Occupancy coefficient 0.6 

𝑎ᵤ (≤ 2 𝑓𝑙𝑜𝑜𝑟𝑠) 
Reference household area, 

low-rise 

220 

𝑚²/ℎ𝑜𝑢𝑠𝑒ℎ𝑜𝑙𝑑 

𝑎ᵤ (3– 5 𝑓𝑙𝑜𝑜𝑟𝑠) 
Reference household area, 

mid-rise 

160  

𝑚²/ℎ𝑜𝑢𝑠𝑒ℎ𝑜𝑙𝑑 

𝑎ᵤ (> 5 𝑓𝑙𝑜𝑜𝑟𝑠) 
Reference household area, 

high-rise 

120  

𝑚²/ℎ𝑜𝑢𝑠𝑒ℎ𝑜𝑙𝑑 

𝜂 
Average persons per 

household 
2.6 

ℎ₀ First-floor assumed height 4.5 𝑚 

ℎ𝑓 Inter-floor assumed height 3.0 𝑚 

[ℎ𝑚𝑖𝑛 , ℎ𝑚𝑎𝑥] Valid building height range [2.5, 80] 𝑚 

𝐴𝑖𝑛𝑑 
Industrial-use footprint 

threshold 
1000 𝑚² 

𝐾 
Number of perturbation 

trials 
100 

2.7 Rule operator and decision reason 

The area level is first determined from the estimated 

household count within the buffer: 

, 100

( ) , 15 100 (12)

, 15

s

s

s

Level III H

AreaLevel s Level II H

Level I H




=  
 

 

The final HCA grade is then determined by the 

following rule precedence. If a hazardous facility trigger 

is active ( 1haz

sz = ), the segment is classified as HCA Grade 
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II with the reason that flammable or explosive facilities 

exist within 200 m of the pipeline. If a sensitive-place 

trigger is active ( 1sen

sz = ), the segment is classified as HCA 

Grade I with the reason that sensitive receptors are 

present. If the area level is Level III, the segment is 

classified as HCA Grade II with the reason that it passes 

through a high-density residential area. Otherwise, the 

segment is classified as non-HCA. This rule evaluation can 

be expressed as: 

( ; ), Reason( , ) (13)s s s sg R e r e=  =   

where [ , , , , , ]pop haz sen

s s s s s s se N H P z z=  is the fused 

evidence vector,   denotes the rule parameters, sg  

is the HCA grade, and sr  is the decision reason. The 

output is not only a class label but a grade-reason pair 

that can be reviewed and audited by engineers. 

2.8 Decision margin and grade stability 

To quantify how reliable a grading result is, two 

decision-oriented measures are introduced. The 

evidence margin measures the distance between the 

current household estimate and the nearest rule 

threshold: 

min | | (14)H

s T sm H = −  

where {15,100}T =  are the household thresholds 

for area-level transitions. A small margin indicates that 

the segment is near a rule boundary and should receive 

additional review. The grade-stability index is computed 

by perturbing the evidence vector 𝐾 times: 

( )

1

1
1 { ( ; ) ( ; )} (15)

K
k

s s s

k

S R e R e
K =

= −     

where ( )k

se  represents the -thk  perturbed 

evidence vector. Perturbations are designed to reflect 

plausible sources of uncertainty: building-area 

perturbation ( ) ( )(1 )k k

i i iA A = +  reflects footprint 

extraction error, occupancy perturbation 
( ) ( )(1 )k k  = +  reflects residential-use uncertainty, 

and POI perturbation ( ) ( )k k

s s sz z u=   reflects ambiguous 

facility classification near the buffer boundary. 1sS =  

indicates that all perturbations preserve the original 

grade, whereas a low sS  indicates a fragile decision 

that warrants manual verification. 

 

Fig. 2. Interpretation of decision margin and grade-stability 

index for three segment types 

3. DISCUSSION 

The proposed workflow changes the research focus 

from pixel-level segmentation accuracy to decision-level 

grading reliability. A segmentation model with high Dice 

may still produce an unreliable HCA grade if its errors 

occur near a household threshold. For example, if the 

true household count is 98 and the threshold is 100, a 

small false-positive cluster could push the estimate 

above 100 and change the area level from 𝐿𝑒𝑣𝑒𝑙 𝐼𝐼 to 

𝐿𝑒𝑣𝑒𝑙 𝐼𝐼𝐼 , thereby triggering an 𝐻𝐶𝐴 𝐺𝑟𝑎𝑑𝑒 𝐼𝐼 

classification. Eqs. (14) and (15) provide a systematic way 

to identify such near-threshold cases. 

The evidence conversion chain in Eqs. (4)-(9) also 

reveals that parameter choices such as the occupancy 

coefficient 𝜌 =  0.6 , the per-household area 𝑎𝑢 

(which ranges from 120 to 220 𝑚2/household 

depending on building height), and the persons-per-

household factor  𝜂 =  2.6  have a direct and 

quantifiable effect on the final grade. Sensitivity to these 

parameters can be evaluated through the same 

perturbation framework used for grade stability, 

allowing engineers to determine which evidence channel 

dominates the grading decision for each segment. 

The rule operator in Eq. (13) makes the grading 

decision auditable. Instead of presenting a black-box 

classification, the system outputs a structured record for 

each pipeline segment containing the segment identifier, 

area level, HCA grade, estimated households, population 

density, total population, buffer area, building count, POI 

count, and decision reason. This structured output 

ensures that every grade can be traced back to its 

evidence basis and reviewed by engineers. 



6 

For inspection planning, decision-aware grading 

supports differentiated actions. Stable high-grade 

segments receive shorter revisit cycles and more 

targeted inspection modes. Near-threshold segments 

are scheduled for field verification or additional UAV 

flights. POI-dominated segments are checked against 

updated facility databases to confirm whether the 

triggering facility still exists and is correctly classified. 

Exposure-dominated segments are monitored for new 

construction. Because the decision reason and stability 

profile are stored as separate fields, inspection teams 

can prioritize different types of follow-up work based on 

the dominant evidence channel. 

The formulation is also modular. If a better building 

recognition model becomes available, only the mask 𝑀𝑠 

and footprint set 𝐵𝑠 need to be updated; the evidence 

conversion rules and the rule operator remain 

unchanged. If the engineering standard modifies a 

household threshold or adds a new POI category, the 

same evidence table can be re-evaluated without 

reprocessing the UAV imagery. This modularity is 

important for long-term pipeline management because 

imagery, demographic assumptions, and regulatory 

standards may change at different frequencies. 

The current limitation is that the analytical validation 

demonstrates framework properties through scenario 

analysis. Future work will incorporate independent 

pipeline segments to complement the present 

formulation and evaluate end-to-end grading accuracy 

across urban, fringe, and rural corridor scenes. 

4. CONCLUSIONS 

This paper presents a complete workflow for pipeline 

HCA identification from UAV corridor imagery. The 

method converts building segmentation masks into 

georeferenced footprints, estimates building height and 

floor count from DSM data, calculates household and 

population exposure within the pipeline buffer, classifies 

POI records into hazardous and sensitive triggers 

through keyword matching, and evaluates the fused 

evidence through a rule operator that outputs both an 

HCA grade and its decision reason. 

Two reliability measures, evidence margin and grade 

stability, are introduced to connect upstream 

recognition uncertainty to downstream grading 

reliability. These measures provide decision-level criteria 

for identifying stable, near-threshold, and trigger-

dominated segments, supporting differentiated 

inspection planning and UAV-based HCA updating in 

pipeline integrity management. 

ACKNOWLEDGEMENT 

This work was partially supported by the National 

Natural Science Foundation of China (52341203) and the 

National Natural Science Foundation of China 

(52502411). 

REFERENCES 

[1] ASME. (2022). Managing system integrity of gas pipelines 

(ASME B31.8S-2022). American Society of Mechanical 

Engineers. 

[2] Chen, L.-C., Zhu, Y., Papandreou, G., Schroff, F., & Adam, H. 

(2018). Encoder-decoder with atrous separable convolution 

for semantic image segmentation. In Proceedings of the 

European Conference on Computer Vision (ECCV) (pp. 801–

818). 

[3] Dai, X., Huang, W., Xiao, J., Wei, P., & Xi, M. (2024). Pipeline 

multi-type high consequence area identification based on 

Mask R-CNN with fused attention mechanisms. Scientific 

Reports, 14, 19039. 

[4] GB 32167-2015. (2015). Oil and gas pipeline integrity 

management standard. Standardization Administration of 

China. 

[5] Miller, T. (2019). Explanation in artificial intelligence: 

Insights from the social sciences. Artificial Intelligence, 267, 1–

38. 

[6] Ronneberger, O., Fischer, P., & Brox, T. (2015). U-Net: 

Convolutional networks for biomedical image segmentation. 

In Medical Image Computing and Computer-Assisted 

Intervention (pp. 234–241). Springer. 

[7] Yang, Y., Zhang, Q., Zhang, X., Xie, S., Wu, G., & Li, L. (2024). 

Intelligent methods for pipeline operation and integrity. 

Journal of Pipeline Systems Engineering and Practice, 15, 

04023053. 

[8] Zhou, Z., Siddiquee, M. M. R., Tajbakhsh, N., & Liang, J. 

(2018). UNet++: A nested U-Net architecture for medical 

image segmentation. In Deep Learning in Medical Image 

Analysis (pp. 3–11). 


