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ABSTRACT 
 Near-zero-carbon communities require coordinated 
deployment of distributed energy technologies—such as 
building-integrated photovoltaics (BIPV), shared energy 
storage, and electric vehicle (EV) charging 
infrastructure—across multiple plots and building types. 
While technical design has advanced significantly, 
measures satisfying carbon thresholds may face 
stakeholder resistance due to divergent economic 
interests and risk perceptions. Conventional assessment 
methods—expert panels, Delphi surveys, and post-
occupancy evaluations—are costly, static, and incapable 
of simulating interactive stakeholder dynamics. This 
study proposes a large language model (LLM)-based 
multi-agent simulation framework for rapid, 
quantitative, pre-implementation social acceptability 
assessment. The framework comprises four modules: 
issue extraction, stakeholder agent construction with 
heterogeneous utility weight vectors, three-round 
structured deliberation, and synthesis with design 
revision. Validated on a near-zero-carbon residential 
project in Shenzhen, China, six stakeholder types (24 
agents) deliberated over four energy issues. BIPV cost 
allocation exhibited the highest conflict with a mean 
score of 4.8, while EV charger distribution reached near-
consensus at 7.6. The three-round protocol drove 
convergence with inter-agent standard deviation 
reduced by 18%, without inflating scores. Agent-
generated revision strategies improved aggregate 
acceptability by 27.4%, elevating all issues above the 7.0 
threshold. Expert validation (n = 6) yielded Spearman ρ = 
0.82 (p < 0.01) with identical issue rankings. This 
framework bridges the gap between technical carbon 
compliance assessment and socio-economic 
implementability analysis, providing planners with a low-
cost, repeatable screening tool for community-scale 
decarbonization. 
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1. INTRODUCTION 
The global transition toward carbon neutrality has 

positioned near-zero-carbon communities as a critical 
implementation unit for distributed energy deployment 
[1]. These communities integrate diverse technologies—
such as building-integrated photovoltaics (BIPV), shared 
battery storage, EV charging infrastructure, and rooftop 
PV—across multiple building types and land plots [1]. 
However, a fundamental gap persists between technical 
design compliance and real-world implementability: 
energy measures satisfying regulatory carbon thresholds 
do not necessarily achieve social acceptability among the 
multiple stakeholders involved in their deployment [2]. 
This gap is well-documented in the renewable energy 
acceptance literature, where the distinction between 
general public support for a technology and local 
acceptance of specific projects has been characterized as 
a persistent barrier to the energy transition [2]. 

Community energy measures inherently involve 
stakeholders with divergent interests and asymmetric 
information. Developers bear upfront construction costs 
and seek rapid return on investment; tenants face 
lifestyle changes and electricity price premiums but 
enjoy limited decision-making power; property 
managers handle daily operations, maintenance 
coordination, and tenant complaints; and grid operators 
must manage load balancing and interconnection 
standards. These interest divergences generate social 
acceptability conflicts that frequently emerge after 
project implementation, leading to costly redesigns and 
community opposition. Pre-implementation assessment 
is therefore critically needed but methodologically 
underserved. 
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Conventional assessment approaches suffer from 
three fundamental limitations. Expert review panels and 
Delphi surveys are static, capturing initial opinions 
without simulating how stakeholders influence each 
other through deliberation. They are also costly and 
time-consuming, typically requiring months of 
coordination for a single round of evaluation. Post-
occupancy evaluations, while valuable, are inherently 
retrospective and offer no capacity for iterative design 
refinement prior to construction [2,3]. Agent-based 
modelling (ABM) has been proposed as an alternative for 
simulating community energy transitions and social 
dynamics [3], yet existing ABM studies rely on rule-based 
behavioral models with predefined decision trees, which 
cannot capture the richness of natural language 
argumentation or the emergence of novel compromise 
strategies. 

Recent advances in large language model (LLM)-
based multi-agent simulation have demonstrated the 
feasibility of replicating heterogeneous human decision-
making in structured social scenarios. Park et al. showed 
that LLM-driven generative agents can produce 
believable social behaviors in an open-ended sandbox 
environment [4], and subsequent work scaled this 

approach to 1,000 demographically grounded agents 
with 85% behavioral fidelity against real survey 
responses [5]. In parallel, LLM-based multi-agent 
negotiation has been formalized as an evaluation 
paradigm for studying cooperation, competition, and 
strategic interaction [6], with applications extending to 
urban planning stakeholder simulation [7], while large-
scale social simulators such as AgentSociety have 
demonstrated policy evaluation at scale [8]. However, 
these methods have not been applied to the pre-

implementation assessment of community energy 
measures—a domain where stakeholder heterogeneity, 
quantitative scoring anchored to rubrics, and closed-loop 
design feedback are all essential. 

This study addresses this gap by proposing a multi-
agent acceptability simulation framework that: (i) 
bridges technical carbon compliance assessment and 
socio-economic implementability analysis; (ii) 
demonstrates that structured LLM-based multi-agent 
deliberation can surface latent stakeholder conflicts and 
generate actionable design revisions; and (iii) provides a 
low-cost, repeatable, scenario-flexible instrument for 
pre-screening energy measure portfolios in near-zero-
carbon community planning. 

2. METHODOLOGY 
The proposed framework comprises four sequential 

modules, as illustrated in Fig. 1: (1) Issue Extraction, (2) 
Role Library and Dynamic Selection, (3) Three-Round 
Deliberation, and (4) Synthesis and Design Revision. The 
input is a community energy design report; the output is 
a stakeholder acceptability matrix with prioritized 
revision strategies.  

2.1 Issue Extraction 

The energy chapter of a community design report is 
parsed by the LLM to extract negotiation issues. A 
predefined four-category classification—Cost Allocation, 
Space Competition, Quota Distribution, and O&M 
Responsibility—derived from literature and planning 
practice guides the extraction. The LLM performs 
structured matching between report paragraphs and 
categories, producing standardized issue cards. Each 

 
Fig. 1 Multi-agent acceptability simulation framework 
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card contains: issue name and type, quantified 
parameters (¥, kWh, m²), the current allocation plan, 
linked stakeholder role tags, and potential conflict 
points. 

2.2 Role Library and Dynamic Selection 

A role library of 24 base agents across six stakeholder 
types is constructed: Government Officials (5), Property 
Developers (4), Property Managers (4), Grid Operators 
(3), Residents/Tenants (5), and Merchants (3). Each 
agent is defined by a persona profile—including 
professional background, institutional objectives, 
primary concerns, and risk attitude—and a utility weight 
vector w(a,d) across four scoring dimensions: D1—
Economic Impact, D2—Rights-Responsibility Balance, 
D3—Implementation Feasibility, and D4—Risk Exposure. 
The heterogeneous weight matrix is presented in Table 
1. For each issue, three to four stakeholder types are 
dynamically selected based on relevance mapping: Issue 
I1 involves Developer, Government, Tenant, and 
Property Management agents; Issue I2 engages 
Developer, Property Management, Grid Operator, and 
Tenant agents; Issue I3 selects Developer, Government, 
Merchant, and Grid Operator agents; and Issue I4 assigns 
Developer, Government, Tenant, and Merchant agents. 
The composite acceptability score for agent a on issue i 
is computed as: 

       S(a,i) = Σ w(a,d) × s(a,i,d)             (1) 
where s(a,i,d) ∈ [1,10] is the raw score assigned by agent 
a to issue i on dimension d, anchored by a five-level 
rubric: 1–2 Unacceptable, 3–4 Reluctant Acceptance, 5–
6 Neutral, 7–8 Acceptable, 9–10 Fully Acceptable. 

Table 1 Utility weight matrix for six stakeholder 
types. 

Stakeholder  D1 
Econ. 

D2 
Rights 

D3 
Feas. 

 D4 
Risk 

Developer 0.40 0.20 0.15 0.25 
Government 0.10 0.20 0.15 0.55 

Tenant 0.50 0.25 0.10 0.15 
Prop Mgmt 0.20 0.25 0.40 0.15 
Merchant 0.45 0.15 0.25 0.15 
Grid Op. 0.20 0.15 0.25 0.40 

2.3 Three-Round Deliberation  

The deliberation follows a structured three-round 
protocol. In Round 1 (R1, Independent Evaluation), each 
agent scores the specific design proposal across D1–D4 
independently, with no inter-agent communication, 
establishing uninfluenced baselines. In Round 2 (R2, 
Cross-Examination), agents receive all R1 scores and 

justifications. Each agent may challenge or defend scores 
through structured rebuttal, surfacing cost-sharing 
precedents, subsidy arguments, and rights-based claims. 
This round is critical for revealing hidden assumptions 
and building shared understanding. In Round 3 (R3, 
Negotiation and Final Scoring), agents propose 
compromises, adjust their scores in response to the 
arguments encountered in R2, and record final weighted 
assessments. Emergent revision strategies—such as 
phased deployment, tiered cost-sharing, or benefit-
proportional fee allocation—are extracted from the R2–
R3 transcripts. 

2.4 Synthesis and Design Revision 

R3 scores are aggregated into a stakeholder × issue 
acceptability matrix. Issues scoring below the 7.0 
"Support" threshold are flagged for revision. Revision 
strategies extracted from deliberation transcripts are 
incorporated into the design, and the simulation is re-run 
to quantify improvement. This closed-loop mechanism 
transforms the framework from a passive diagnostic tool 
into an active design optimization instrument. 

3. RESULTS AND DISCUSSION 

3.1 Case Study Setup 

The framework was validated on a real near-zero-
carbon residential project in Shenzhen, China. The 
community energy design report encompasses project 
overview, energy measures (BIPV, shared battery 
storage, EV charging, rooftop PV), technical 
specifications, stakeholder context, and carbon 
compliance targets. Module 1 extracted four issues: I1—
BIPV Cost Allocation (¥21M total investment, ¥3.3/Wp, 
18% electricity premium), I2—Shared Storage Scheduling 
(dispatch priority and access rules), I3—EV Charger 
Quota Distribution (spatial allocation across plots), and 
I4—Rooftop PV vs. Greening (competing use of limited 
rooftop sace). The simulation employed GPT-4o as the 
backbone LLM (temperature 0.7) with 24 agents across 
six stakeholder types, three to four dynamically selected 
per issue. Validation was conducted by six domain 
experts (two in energy policy, two in urban planning, two 
in property management) under blind protocol. 

3.2 Acceptability Assessment and Deliberation 

Fig. 2 presents the R3 final acceptability heatmap 
across four issues and participating stakeholder types. 
Issue I1 (BIPV Cost Allocation) emerges as the most 
contested measure, with Tenant agents assigning a 
composite score of 3.2 and Developer agents scoring 4.4, 
reflecting strong resistance to upfront cost burden 
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without guaranteed payback within the typical five-year 
holding period. Issue I3 (EV Charging) achieves the 
broadest consensus, with all participating stakeholder 
types scoring above 6.6, indicating that EV infrastructure 
is perceived as both technically feasible and socially 
desirable. Government Official agents consistently 
cluster near the cross-role mean across all issues, 
consistent with their balanced weight profile that 
prioritizes risk mitigation (D4 = 0.55) over any single 
dimension. Developer and Tenant scores diverge 
systematically by two to three points on cost-sensitive 
issues, reflecting their contrasting evaluation priorities 
rooted in economic return versus affordability concerns. 

 
Fig. 2 Stakeholder acceptability matrix (R3 final scores) 

The three-round deliberation protocol produces 
convergence without uniform score inflation, as 
illustrated in Fig. 3. Across all four issues, mean 
acceptability scores increase from the independent 
evaluation round (R1) to the final negotiation round (R3), 
but the magnitude of change is inversely related to initial 
acceptance levels. Issue I1, which received the lowest 
initial assessment, exhibited the most pronounced shift: 
the mean acceptability score rose from 3.5 in the 
independent evaluation round to 4.8 following 
negotiation, an increase of 1.3 points. Cross-examination 
in R2 surfaced cost-sharing precedents from comparable 
BIPV projects and government subsidy arguments that 
partially moderated Tenant and Developer resistance. 
Issue I4 (Rooftop PV) followed a similar trajectory, with 
the mean score increasing from 4.7 to 6.2 across the 
three rounds. In contrast, Issue I3, which already enjoyed 
broad acceptance in the independent evaluation, 
increased only marginally from 7.2 to 7.6, confirming 
that the protocol does not artificially inflate proposals 
already receiving broad support. The inter-agent 
standard deviation decreased by 18% from R1 to R3, 
indicating that deliberation reduces variance and 
produces more stable collective judgments without 
suppressing legitimate disagreement. 

 
Fig. 3 Mean acceptability scores across three 

deliberation rounds (R1 Independent Evaluation vs. R3 
Post-Negotiation) 

3.3 Design Revision and Expert Validation 

Four issue-specific revision strategies were extracted 
from the R2–R3 deliberation transcripts and 
incorporated into the community energy design, with 
outcomes presented in Fig. 4. For Issue I1, a tiered cost-
sharing mechanism combined with government subsidy 
offset was adopted, raising the mean acceptability score 
from 4.8 to 7.0, representing a 46% improvement. Issue 
I2 was addressed through the introduction of 
transparent scheduling protocols with priority access 
rules, which increased the score from 6.2 to 7.8. Issue I3, 
which already scored above the threshold prior to 
revision, benefited from charger relocation combined 
with a resident booking system, improving from 7.6 to 
8.4. For Issue I4, floor-area-weighted revenue 
redistribution raised acceptability from 6.2 to 8.4, a 35% 
improvement. Following revision, all four issues 
exceeded the 7.0 "Support" threshold, compared with 
only one issue prior to revision, yielding an overall 
aggregate improvement of 27.4%. Notably, these 
strategies were not pre-programmed but emerged 
autonomously from the agents' deliberation, illustrating 
the generative capacity of LLM-based multi-agent 
simulation. 

 
Fig. 4. Pre-revision (R3) vs. post-revision (re-

simulation) acceptability scores 
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Six domain experts independently scored all four 
issues under blind protocol. Fig. 5 compares agent-
generated and expert scores. Both sources produce 
identical issue rankings—I3 scores highest, followed by 
I2 and I4 at equal levels, with I1 lowest—with no rank 
reversal. The maximum absolute deviation between the 
two scoring sources is 0.3 points, well within the one-
point margin typically considered acceptable in Likert-
scale social science research [9]. A systematic directional 
pattern emerges in the deviations: agent-generated 
scores exceed expert scores by 0.3 points on cost-
sensitive issues (I1 and I4), possibly because LLM agents 
are more responsive to quantitative cost-benefit 
arguments presented in the issue cards. Conversely, 
expert panelists assigned higher scores than agents on 
rights- and convenience-oriented issues (I2 and I3), with 
deviations of 0.2 points in the opposite direction, 
suggesting greater expert sensitivity to qualitative, 
experiential justifications. Spearman rank-order 
correlation between the two scoring sources is ρ = 0.82 
(p < 0.01), supporting the use of multi-agent simulation 
as a low-cost proxy for expert deliberation during early 
design phases, while reserving full expert panels for final-
stage validation [9]. 

 
Fig. 5 Agent vs. expert validation scores (R3 mean) 

3.4 Discussion 

Several broader implications merit discussion. First, 
the framework's modular architecture enables flexible 
adaptation to different community types. The role library 
can be reconfigured for commercial districts, industrial 
parks, or rural microgrids, and the issue extraction 
module can accommodate energy technology portfolios 
beyond the four measures examined here. Second, the 
three-round deliberation protocol's convergence 
mechanism bears structural similarity to the Delphi 
method but operates at substantially lower cost and 
higher speed. A complete four-issue simulation with 24 
agents runs in approximately 45 minutes at an API cost 
under $5, compared with the weeks of coordination and 

substantial expert fees required by conventional Delphi 
panels [3]. Third, the autonomous generation of 
compromise strategies suggests that LLM agents can 
function not merely as opinion proxies but as creative 
problem-solvers, identifying solution pathways—such as 
tiered cost-sharing and floor-area-weighted revenue 
redistribution—that may not emerge from any individual 
stakeholder's perspective [8,10]. 

From a practical standpoint, the framework provides 
planners with a screening instrument deployable during 
the preliminary design phase, before committing to 
detailed engineering specifications. By identifying the 
issues most likely to generate stakeholder opposition 
and quantifying the distribution of that opposition across 
stakeholder types, the simulation enables targeted 
design refinement at a stage when modifications remain 
technically and financially feasible. The closed-loop 
architecture, in which revision strategies extracted from 
deliberation transcripts are fed back into the design and 
re-evaluated through re-simulation, provides a 
structured pathway from diagnosis to resolution that is 
absent from conventional social impact assessment 
approaches. This distinguishes the present framework 
from purely diagnostic tools such as surveys and focus 
groups, which identify problems but offer no mechanism 
for iteratively testing proposed solutions [2,3]. 

Several limitations warrant acknowledgement. The 
validation relies on a single residential case in Shenzhen, 
and generalizability to other community types and 
regulatory environments remains to be established. The 
expert panel of six specialists, while sufficient for rank-
order validation, limits statistical power. LLM-based 
agents cannot fully replicate cognitive biases, emotional 
dynamics, and power asymmetries present in real 
stakeholder interactions [10]. 

4. CONCLUSION 
This study proposes and validates an LLM-based 

multi-agent simulation framework for pre-
implementation social acceptability assessment of near-
zero-carbon community energy measures. Three 
principal findings emerge. First, multi-agent simulation 
replicates stakeholder deliberation with expert-level 
consistency, achieving Spearman ρ = 0.82 with identical 
issue ranking and maximum score deviation within 0.3 
points. Second, the three-round structured deliberation 
protocol functions as a convergence mechanism that 
narrows inter-stakeholder gaps and surfaces 
compromise strategies without uniformly inflating 
scores, as evidenced by the 18% reduction in inter-agent 
standard deviation. Third, the closed-loop feedback 
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architecture enables actionable design optimization, 
with an aggregate acceptability improvement of 27.4% 
that elevated all four issues above the support threshold. 
Future work should extend validation to multiple 
community types (commercial retrofit, rural microgrid, 
industrial park), calibrate agent personas against large-
scale community survey data, and explore dynamic 
weight evolution across deliberation rounds. 
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