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ABSTRACT 

Building façades represent a vast yet underexploited 
vertical surface for urban distributed photovoltaics (PV) 
beyond rooftops. Advances in radiation simulation, 3D 
urban modeling, and deep learning-based semantic 
segmentation have enabled batch acquisition of street-
level façade data, including irradiance, window-to-wall 
ratio (WWR), material classification, and obstruction 
conditions. However, these multi-source heterogeneous 
data remain as numerical matrices and categorical labels 
that planners cannot readily translate into building-
specific retrofit decisions. This paper presents 
FaçadeRAG, a retrieval-augmented generation (RAG) 
framework that automatically converts structured 
façade data into traceable, rule-compliant photovoltaic 
planning recommendations. The framework integrates a 
domain-specific knowledge base spanning policy 
documents, technical guides, academic literature, and 
engineering case studies with a hybrid retrieval pipeline 
combining metadata filtering, BM25 keyword matching, 
semantic vector search, reciprocal rank fusion (RRF), and 
cross-encoder reranking. A constraint-guided generation 
module employing GPT-4o produces structured decision 
outputs with explicit risk identification, regulatory 
compliance checking, and evidence traceability. 
Evaluated on 15 façade segments across three streets in 
Shenzhen, China, with blind assessment by six domain 
experts, FaçadeRAG achieved 91.4% factual accuracy, 
87.3% rule compliance, 95.2% decision completeness, 
and 93.8% evidence hit rate, significantly outperforming 
standalone LLM and naive RAG baselines while 
approaching expert-level quality at approximately 90 
times the generation speed. These results demonstrate 
that RAG-LLM architectures can bridge the persistent gap 
between urban energy data acquisition and actionable 
planning decisions, offering a reusable paradigm for AI-
driven building energy scenario assessment in high-
density built environments. 
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1. INTRODUCTION 
The global transition toward carbon neutrality has 

positioned building-integrated photovoltaics as a critical 
pathway for urban energy transformation. In dense 
metropolitan areas, building façades present a 
substantially larger vertical surface area than rooftops, 
making them an increasingly important carrier for 
distributed solar deployment [1,2]. Recent estimates 
indicate that façade PV potential in high-rise commercial 
districts can rival or exceed rooftop capacity, because the 
available wall area grows proportionally with building 
height while roof area remains constant [3]. This 
recognition has spurred significant research interest in 
façade-level solar assessment across multiple disciplines. 

Substantial technical progress has been made in 
acquiring façade-level data at urban scale. Radiation 
simulation tools coupled with 3D city models now enable 
accurate estimation of façade irradiance accounting for 
canyon geometry, inter-building shading, and surface 
reflections [4]. Deep learning-based semantic 
segmentation of street-view imagery allows automated 
extraction of façade material types, window 
configurations, and obstruction conditions at city scale 
[5,6]. Window-to-wall ratio (WWR), a parameter 
critically governing installable PV area, can now be 
estimated from street-view images with façade-level 
errors below 5% [7]. Building-integrated photovoltaic 
(BIPV) technology itself has also matured, with semi-
transparent PV curtain walls, thin-film façade modules, 
and building-applied PV (BAPV) mounting systems now 
commercially available [8]. 

Despite these advances, a fundamental gap persists 
between measuring façade solar potential and 
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generating actionable planning decisions. The acquired 
data, comprising irradiance maps, WWR values, material 
labels, and obstruction indices, remain as raw numerical 
and categorical outputs in heterogeneous databases. 
Urban planners, who typically lack specialized PV 
engineering knowledge, cannot efficiently translate 
these multi-dimensional inputs into building-specific 
retrofit decisions that account for material compatibility, 
regulatory constraints, and risk factors. The decision 
process currently requires expensive, time-consuming 
expert consultations for each candidate building. 

Existing research focuses predominantly on the 
upstream data acquisition stage but stops short of 
automated decision support. While large language 
models (LLMs) have demonstrated growing capabilities 
in building energy applications, including energy model 
generation and HVAC optimization [9], no framework 
currently converts structured façade data into evidence-
grounded planning recommendations with explicit risk 
identification and regulatory compliance checking. The 
retrieval-augmented generation (RAG) paradigm [10], 
which grounds LLM outputs in retrieved domain 
knowledge, offers a promising foundation for bridging 

this gap, yet its application to urban energy planning 
remains unexplored. 

This paper addresses the question: how can 
structured urban façade data be automatically 
transformed into traceable, rule-compliant photovoltaic 
planning decisions? We present FaçadeRAG, the first 
RAG-LLM framework designed specifically for urban 
façade PV planning. The framework makes three 
principal contributions: (1) it bridges the data-to-
decision gap through a domain-specific knowledge base 
integrated with a hybrid retrieval pipeline combining 

BM25, semantic vector search, and reciprocal rank 
fusion, which significantly outperforms naive vector 
retrieval; (2) it introduces a constraint-guided generation 
mechanism ensuring regulatory compliance, source 
traceability, and auditability; (3) evaluation against 
expert baselines demonstrates that FaçadeRAG 
approaches expert-level decision quality at 
approximately 90 times the generation speed. 

2. METHODOLOGY  
FaçadeRAG receives structured façade data as input 

and produces a structured decision JSON together with a 
human-readable planning narrative for each street 
segment. The input comprises identity fields (segment 
identifier, side, road bearing, segment length), radiation 
data (clear-sky and effective irradiance, reduction ratio), 
visual attributes (WWR statistics, dominant material, 
window type), and uncertainty indicators (occlusion 
level, extraction confidence scores). The framework 
architecture, illustrated in Fig. 1, consists of two core 
modules: a knowledge base with hybrid retrieval, and a 
constraint-guided generation pipeline. 

2.1 Knowledge Base Construction and Hybrid Retrieval 

The knowledge base comprises approximately 35 
curated documents organized into five categories, 
yielding roughly 100 retrieval chunks after category-
specific chunking. Policy documents (8 files, 
approximately 25 chunks) encode regulatory constraints 
including national fire safety codes (GB 50016), BIPV 
application standards (GB/T 51368), curtain wall 
specifications (JGJ 102), and Shenzhen municipal 
distributed PV regulations. Technical documents (10 

 
Fig. 1 Overall architecture of the FaçadeRAG framework 
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files, approximately 35 chunks) cover manufacturer 
product datasheets from LONGi and First Solar, CPIA 
BIPV technical guides, and PV curtain wall design 
manuals. Literature (7 files, approximately 20 chunks) 
includes peer-reviewed publications on façade PV 
potential assessment, BIPV technology surveys, and 
urban canyon radiation modeling. Case studies (5 files, 
approximately 15 chunks) document completed BIPV 
installations, including semi-transparent PV curtain wall 
projects and IEA PVPS Task 15 demonstrations. Project 
rules (5 files, 5 rules) define decision classification 
thresholds, risk flag trigger conditions, priority scoring 
logic, and the output JSON schema; these are injected 
directly into the system prompt rather than retrieved 
dynamically. 

Each chunk is annotated with a two-level metadata 
schema. Document-level metadata includes source 
identifier, category, geographic region, source type, and 
authority level. Chunk-level domain tags specify 
applicable use cases, compatible materials, WWR 
relevance thresholds, occlusion relevance, supported 
action types, and associated risk tags. These domain tags 
enable hard metadata filtering during retrieval, 
dramatically reducing irrelevant hits before semantic 
similarity computation. 

The hybrid retrieval pipeline operates in five 
sequential stages. First, metadata filtering applies hard 
constraints on document category and geographic 
region. Second, BM25 keyword matching identifies 
chunks with precise terminological overlap, particularly 
important for technical codes and product identifiers. 
Third, semantic vector search using BGE-M3 embeddings 
captures conceptual similarity across paraphrased 
content. Fourth, reciprocal rank fusion (RRF) with k=60 
merges the BM25 and semantic result lists into a unified 
ranking. Fifth, a BGE-Reranker-v2 cross-encoder reranks 
the fused candidates and returns the top-5 chunks as 
context for generation. 

2.2 Constraint-Guided Generation 

The generation module receives three inputs: the 
system prompt containing project rules, the top-5 
retrieved knowledge chunks with metadata, and the 
current segment's structured façade data. Using GPT-4o 
with temperature 0.3 for reproducibility, the module 
executes a three-step reasoning process. 

In the first step, constraint judgment, the model 
evaluates policy compliance and safety constraints based 
on retrieved regulatory documents, checking fire access 
requirements, structural load compatibility, and building 
code restrictions. The second step, risk flag 

identification, triggers risk tags based on quantitative 
thresholds: high_wwr when WWR exceeds 0.6, 
material_uncertain when classification confidence falls 
below 0.8, and high_occlusion when radiation reduction 
exceeds 0.3. The third step, decision generation, 
synthesizes a recommendation classified as recommend, 
conditional, or reject, accompanied by the action type, 
evidence citations with source and chunk identifiers, and 
a confidence score reflecting aggregate data uncertainty. 

The structured output is a Decision JSON containing: 
decision category, priority score (0–100), action type, 
expected energy gain level, risk flags, constraints check 
status (pass/warning/fail), evidence array with 
source_id, chunk_id, and brief_quote, stated 
assumptions, and a confidence score (0–1.0). A 150–250 
word human-readable planning narrative accompanies 
the JSON, translating the structured output into an 
actionable recommendation for non-specialist 
stakeholders. 

3. EXPERIMENTAL SETUP 

3.1 Dataset 

The evaluation dataset comprises 15 façade 
segment-sides collected from three streets in Shenzhen, 
China. Each segment spans 50 meters along the street 
frontage. The three streets were selected to represent 
distinct urban morphological contexts with contrasting 
façade characteristics, as summarized in Table 1 and 
illustrated in Fig. 2. 

Table 1 Overview of the evaluation dataset 
Street District Context Dominant 

Material 
WWR 
Range Occlusion Segments 

Shennan 
Ave. Nanshan High-tech 

business 
Glass 

curtain wall 
0.55–
0.85 

Low–
Medium 5 

Dongmen Luohu Mixed 
commercial 

Masonry/ 
concrete 

0.15–
0.40 

Medium–
High 5 

Qianhai 
Port Nanshan Industrial/ 

logistics Metal panel 0.20–
0.50 

Low–
Medium 5 

 

 
 

 
 

Fig. 2 Example of Shennan Ave. with distinct urban 
contexts and the structured input schema for segment-

side
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This selection spans five material types (glass curtain 
wall, masonry, concrete, metal panel, composite), WWR 
values from 0.15 to 0.85, and occlusion levels from low 
to high, providing reasonable coverage of the decision 
space. Each segment-side is described by a structured 
input containing four field groups: identity 
(segment_side_id, side, road_bearing_deg, 
segment_length_m), radiation (rad_clear_kwh_m2, 
rad_effective_kwh_m2, rad_reduction_ratio), visual 
(wwr_mean, wwr_p75, material_main, 
window_type_main), and uncertainty (occlusion_level, 
frontal_extraction_conf, wwr_conf, material_conf). 

3.2 Baselines and Evaluation Protocol 

A four-way comparison design isolates the 
contribution of each framework component, as 
summarized in Table 2. 

Table 2 Four-way comparison design and evaluation 
 metrics

Condition Knowledge 
Base Retrieval Metadata 

Filter 
RRF + 

Rerank 
Project 
Rules 

Standalone LLM No None No No No 
Naive RAG Yes Vector top-k No No No 

FaçadeRAG Yes BM25 + 
Semantic Yes Yes Yes 

Expert Baseline N/A 
(experience) N/A N/A N/A N/A 

Standalone LLM receives only the structured 
segment input with no knowledge base, retrieval, or 
project rules. Naive RAG adds the knowledge base with 
standard vector top-k retrieval but omits metadata 
filtering, RRF fusion, reranking, and project rules. 
FaçadeRAG implements the complete pipeline described 
in Section 2. The Expert Baseline is produced by Panel A, 
comprising three senior professionals (a PV engineer, a 
façade engineer, and a BIPV project manager, each with 
over 10 years of experience), who independently 
authored planning recommendations for all 15 
segments. 

Five evaluation metrics capture complementary 
aspects of output quality. Factual accuracy measures the 
proportion of verifiable claims confirmed against 
datasheets and technical standards. Rule compliance 
applies a 10-item binary checklist covering data logic 
consistency, policy adherence, and threshold 
application. Decision completeness evaluates seven 
binary dimensions (decision, priority, risk, action, 
constraints, evidence, uncertainty). Evidence hit rate 
quantifies citation presence multiplied by citation 
relevance for RAG conditions. Generation time records 
the mean elapsed time per segment. 

Panel B, comprising three additional experts with 
similar qualifications, performed blind evaluation of all 

60 outputs (4 conditions × 15 segments) in anonymized, 
randomized order. Joint calibration on 3 pilot samples 
preceded formal scoring to establish shared rubric 
interpretation. Panel B members had no involvement in 
baseline authoring or system development. 

4. RESULTS AND DISCUSSION 

4.1 Overall Performance 

Fig. 3 presents the four-way comparison across all 
evaluation metrics. FaçadeRAG achieved 91.4% factual 
accuracy, 87.3% rule compliance, 95.2% decision 
completeness, and 93.8% evidence hit rate. These results 
significantly outperform both the standalone LLM 
(64.2%, 51.8%, 68.6%, respectively) and naive RAG 
(76.8%, 63.5%, 79.0%, 69.4%) baselines across every 
metric. 

 
  

The performance gains of FaçadeRAG over naive 
RAG are substantial and consistent. Factual accuracy 
improved from 76.8% to 91.4%, an increase of 14.6 
percentage points. Rule compliance rose from 63.5% to 
87.3%, representing a 23.8 percentage point 
improvement. Decision completeness increased from 
79.0% to 95.2%, a gain of 16.2 percentage points. 
Evidence hit rate improved from 69.4% to 93.8%, an 
increase of 24.4 percentage points. The largest 
improvement appears in rule compliance, directly 
attributable to the constraint judgment step that 
explicitly checks retrieved policy documents against the 
segment's material type and configuration. Without this 
step, the naive RAG frequently produced technically 
plausible but regulation-noncompliant suggestions, such 
as recommending external-mount BAPV on structures 
where curtain wall codes prohibit additional surface 

Fig. 3 Four-way comparison across evaluation metrics

loading. 
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The substantial improvement in evidence hit rate 
reflects the combined effect of metadata filtering, hybrid 
retrieval, and cross-encoder reranking. Naive RAG's 
vector-only retrieval frequently returned semantically 
similar but contextually irrelevant chunks. By contrast, 
FaçadeRAG's metadata pre-filtering on material type and 
category, combined with BM25's sensitivity to exact 
technical terminology, ensures that retrieved evidence 
directly addresses the specific façade configuration. 

Compared with the expert baseline (96.7% factual 
accuracy, 94.2% rule compliance, 97.6% decision 
completeness), FaçadeRAG operates within a 5 to 7 
percentage point margin while achieving generation in 
32 seconds per segment versus approximately 47 
minutes for expert analysis, representing a roughly 90-
fold speed improvement. The remaining gap is primarily 
attributable to edge cases requiring experiential 
judgment not captured in the knowledge base. Inter-
rater agreement was substantial to excellent: Fleiss' 
kappa ranged from 0.79 (rule compliance) to 0.83 
(decision completeness), and ICC(3,k) was 0.86 for 
factual accuracy. 

4.2 Case Study: Qualitative Comparison 

To illustrate qualitative differences between 
systems, Fig. 4 presents the complete input-to-output 
flow for segment shennan_100_left, a representative 
south-facing segment on Shennan Avenue with glass 
curtain wall construction, mean WWR of 0.65, effective 
irradiance of 842 kWh/m², and medium occlusion 
causing 25% irradiance reduction. 

 
  

T
Fig. 4 Case study comparison for shennan_100_left

he standalone LLM classified this segment as 
"recommend" with a priority score of 85, suggesting 
standard BAPV external mounting. It ignored the high 
WWR constraint entirely, flagged no risks, cited no 
evidence, and fabricated an annual yield estimate of 
approximately 120 kWh/m²/yr, roughly three times the 
realistic projection for this obstruction level. This 
illustrates the well-documented hallucination problem 

when LLMs address domain-specific technical questions 
without grounding in authoritative sources. 

The naive RAG retrieved the correct technical 
document (source T003, a BIPV curtain wall guide) but 
selected an irrelevant chunk (c08, concerning opaque 
panel mounting) instead of the contextually appropriate 
chunk (c02, semi-transparent PV curtain wall 
specifications). This chunk mismatch led to 
recommending an incompatible installation method 
despite having access to the correct knowledge source, 
demonstrating that vector similarity alone is insufficient 
for precise technical retrieval. 

FaçadeRAG produced a "conditional" decision with 
priority score 68, correctly identifying curtain_wall_BIPV 
as the action type. The system flagged two risks 
(high_wwr limiting installable opaque area, 
medium_occlusion reducing energy yield), set 
constraints_check to "warning" based on unconfirmed 
fire access status, and provided three traceable evidence 
citations from technical guide T003 (chunk c02), policy 
document P005, and case study C002. The confidence 
score of 0.72 appropriately reflected moderate WWR 
measurement uncertainty. The accompanying text 
summary estimated realistic yield at approximately 45 
kWh/m²/yr and recommended on-site verification 
before implementation. 

The expert baseline reached a closely aligned 
"conditional" judgment with both risks identified, but 
grounded its reasoning in professional experience rather 
than documented, citable evidence. This case 
demonstrates the core value proposition: FaçadeRAG 
achieves expert-concordant decisions with full evidence 
traceability, enabling downstream auditing and 
stakeholder communication at scale. 

4.3 Limitations and Future Directions 

Several limitations should be acknowledged. The 
evaluation covers 15 segments across 3 streets in a single 
city, limiting statistical generalizability to other urban 
morphologies and regulatory environments. The 
knowledge base requires periodic maintenance as PV 
products and building codes evolve. Ablation analysis 
isolating individual module contributions is deferred to 
an extended study. Additionally, only the structured 
JSON output was scored quantitatively; the human-
readable text summary was assessed qualitatively but 
not formally evaluated. 

Future work includes multi-city validation across 
Shanghai, Beijing, and Guangzhou to test cross-region 
generalizability under different building codes and 
climate zones. Multi-modal input ingesting street-view 
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images directly through vision-language models would 
bypass the dependency on pre-extracted façade 
features. A user feedback loop enabling planners to flag 
incorrect recommendations would support iterative 
knowledge base refinement. Integration with urban 
digital twin platforms could extend FaçadeRAG from 
offline batch analysis to interactive, real-time planning 
support. 

5. CONCLUSION 

This paper presented FaçadeRAG, a retrieval-
augmented generation framework that bridges the gap 
between structured urban façade data and actionable 
photovoltaic planning decisions. The framework 
integrates a five-category domain knowledge base with 
a hybrid retrieval pipeline combining metadata filtering, 
BM25 keyword matching, semantic vector search, 
reciprocal rank fusion, and cross-encoder reranking, 
followed by constraint-guided generation enforcing 
regulatory compliance, risk identification, and evidence 
traceability. 

Evaluation on 15 façade segments across three 
streets in Shenzhen, with blind assessment by six domain 
experts, demonstrated that FaçadeRAG significantly 
outperforms standalone LLM and naive RAG approaches 
across all metrics: 91.4% factual accuracy, 87.3% rule 
compliance, 95.2% decision completeness, and 93.8% 
evidence hit rate. The framework approaches expert-
level performance within a 5 to 7 percentage point 
margin while achieving approximately 90 times the 
generation speed. These results establish RAG-LLM 
architectures as a viable pathway for transforming urban 
energy data into traceable, auditable planning decisions, 
offering a reusable paradigm for AI-driven renewable 
energy scenario planning in the built environment. 

REFERENCES 
[1] Xu C, Chen S, Ren H, Xu C, Li G, Li T, Sun Y. A novel 
deep learning and GIS integrated method for accurate 
city-scale assessment of building facade solar energy 
potential. Appl Energy 2025;387:125600. 
[2] Yu Q, Dong K, Guo Z, Li J, Tan H, Jin Y, Yuan J, Zhang 
H, Liu J, Chen Q, Yan J. Global estimation of building-
integrated facade and rooftop photovoltaic potential by 
integrating 3D building footprint and spatio-temporal 
datasets. Nexus 2025;2(2):100060. 
[3] Dong K, Yu Q, Guo Z, Xu J, Tan H, Zhang H, Yan J. 
Advancing building facade solar potential assessment 
through AIoT, GIS, and meteorology synergy. Adv Appl 
Energy 2025;17:100212. 

[4] Xu F, Wong M, Zhu R, Dang Y. Solar cities: Multiple-
reflection within urban canyons. ISPRS J Photogramm 
Remote Sens 2025;227:205–218. 
[5] Tan JKD, Zhu R, Song J, Feng L, Qin Z, Xu Y, Chen Y. 
AdvUNet3+: Segmentation of city-scale heterogeneous 
building façade materials from street view images. 
Sustain Cities Soc 2025;126:106414. 
[6] Xu F, Wong M, Zhu R, Heo J, Shi G. Semantic 
segmentation of urban building surface materials using 
multi-scale contextual attention network. ISPRS J 
Photogramm Remote Sens 2023;202:158-168. 
[7] Yoo J, Choi S, Yi D, Yoon S. Urban-scale estimation of 
window-to-wall ratio from street view imagery via 
computer vision for improved building energy modeling. 
Appl Energy 2026;410:127549. 
[8] Ruan D, Fan C, Hu M, Li Y, Guan J. Building-integrated 
photovoltaics through multi-physics synergies: A critical 
review of optical, thermal, and electrical models in 
facade applications. Renew Energy 2025;251:123332. 
[9] Liu M, Zhang L, Chen J, Chen WA, Yang Z, Lo LJ, Wen 
J, O'Neill Z. Large language models for building energy 
applications: Opportunities and challenges. Build Simul 
2025;18:225–234. 
[10] Lewis P, Perez E, Piktus A, Petroni F, Karpukhin V, 
Goyal N, Küttler H, Lewis M, Yih WT, Rocktäschel T, Riedel 
S, Kiela D. Retrieval-augmented generation for 
knowledge-intensive NLP tasks. Adv Neural Inf Process 
Syst 2020;33:9459–9474. 
 
 


