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ABSTRACT 
Short-term load forecasting (STLF) is fundamental to 

power system operation and optimal dispatch. 
Traditional machine learning methods suffer significant 
accuracy degradation when training and test data exhibit 
distribution shift or when historical data is extremely 
scarce. This paper systematically investigates the 
performance of a supervised fine-tuned large language 
model (GPT-4o-mini) for point-by-point STLF under three 
representative scenarios with increasing difficulty: 
stationary distribution, distribution shift, and few-shot 
cross-distribution prediction. Experimental results on 
real-world load data reveal a clear performance 
crossover: while traditional methods (MLP, LSTM, 
BiLSTM, RF) maintain competitive accuracy under 
stationary conditions, the fine-tuned LLM achieves a 
mean percentage error (MPE) of only 6.69% in the most 
challenging few-shot cross-distribution scenario, 
compared to over 42% for all traditional baselines. This 
demonstrates that pre-trained knowledge enables LLMs 
to achieve effective cross-distribution transfer with 
minimal task-specific data. 
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1. INTRODUCTION 
Short-term load forecasting (STLF) is a core 

technology for power system operation, directly 
impacting unit commitment, economic dispatch, and 
demand response management [1]. During periods of 
rapid load fluctuation, prediction errors can lead to 
significant economic losses and even jeopardize grid 
security. With the increasing penetration of renewable 
energy and the diversification of load patterns, the 
demands for forecasting accuracy continue to rise. 

Machine learning methods such as LSTM [2], BiLSTM, 
MLP, and Random Forest (RF) have achieved notable 
improvements in prediction accuracy by capturing 
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nonlinear relationships in load data [3]. However, these 
methods share a fundamental limitation: their 
performance is inherently bounded by the statistical 
properties of the training data. When the test data 
distribution significantly deviates from the training 
distribution, or when training samples are extremely 
scarce, these data-driven methods often experience 
catastrophic performance degradation. 

Large Language Models (LLMs), pre-trained on 
internet-scale text corpora, have internalized rich world 
knowledge and powerful pattern recognition 
capabilities, demonstrating remarkable few-shot and 
even zero-shot learning abilities [5]. This pre-trained 
knowledge acts as a strong prior that enables effective 
transfer to downstream tasks with minimal adaptation 
data. Recent studies have begun exploring LLMs for load 
forecasting [6][7], but systematic evaluations across 
different data conditions remain limited. 

This paper presents a systematic comparative study 
of fine-tuned LLMs for STLF across three scenarios of 
increasing difficulty, aiming to answer: under what data 
conditions do pre-trained LLMs possess fundamental 
advantages over traditional methods? The main 
contributions include: (1) a structured prompt design 
that formats 12 numerical features into a chat 
completion paradigm for LLM supervised fine-tuning 
(SFT); (2) systematic evaluation across stationary, 
distribution-shift, and few-shot cross-distribution 
scenarios; and (3) the key finding that fine-tuned LLMs 
achieve dramatic superiority specifically under data-
scarce, distribution-shifted conditions. 

2. DATA PROCESSING AND FEATURE SELECTION 
The raw dataset contains 15-minute interval load 

time series and hourly meteorological observations 
(temperature, humidity, wind speed, and pressure) from 
a city in northern China. Spearman rank correlation 
analysis is employed to select weather features, as 
shown in Table 1. Temperature exhibits the strongest 
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positive correlation with load (0.810), followed by wind 
speed (0.413) and humidity (-0.312). Based on this 
analysis, temperature, humidity, and wind speed are 
selected as meteorological inputs. 

Table 1. Spearman correlation between meteorological 
variables and load. 

Variable Temperature Humidity 
Wind 
Speed 

Pressure 

Spearman 
r 

0.810 -0.312 0.413 0.113 

 
Autocorrelation function (ACF) analysis reveals that 

load values from the past 3 days (D-1, D-2, D-3) at nearby 
time steps (T, T-15min, T-30min) exhibit the highest 
autocorrelation with the target. Each sample thus 
contains 12 input features: 3 weather variables + 9 
historical load values, predicting one target load value at 
day D time T. 

3. METHODOLOGY 

3.1 Supervised Fine-Tuning Framework 
We employ GPT-4o-mini as the base model, fine-

tuned through OpenAI's supervised fine-tuning API. The 
training data follows the JSONL chat completion format, 
where each sample consists of three message 
components: (1) a System message defining the model's 
role as a load forecasting assistant; (2) a User message 
containing 12 input features with descriptive labels; and 
(3) an Assistant message providing the target load value. 
The prompt structure is shown in Table 2. 

Table 2. Prompt structure for SFT training samples. 

Role Content 

System 
You are an assistant for load 

forecasting... 

User 

Temperature: 29.11, Humidity: 
82.86, Wind: 1.10, 

D-3 T-30min: 2.00, D-3 T-15min: 
1.98, ... 

Assistant 2.1966 

 

3.2 Experimental Scenarios 
Three scenarios are designed with increasing 

difficulty to evaluate LLM performance under different 
data conditions: 

Scenario 1 (Stationary): Training data from Aug. 4-8 
(2020), test on Aug. 9. Training and test distributions are 
closely aligned, representing ideal forecasting 
conditions. 

Scenario 2 (Distribution Shift): Training data from 
Aug. 4 - Oct. 25, test on Oct. 26. The training set spans 

summer-to-autumn transition with significant seasonal 
load pattern changes. 

Scenario 3 (Few-shot Cross-distribution): Training 
data from only Aug. 4-6 (3 days), test on Oct. 26. This 
scenario simultaneously imposes extreme data scarcity 
and large distribution shift, representing the most 
challenging real-world condition. 

 
Fig. 1. Training and test load distribution comparison across 

three scenarios. 

3.3 Baseline Models and Metrics 
Four representative baselines are compared: LSTM 

[2], BiLSTM, MLP, and RF [4]. Three complementary 
metrics are employed: Mean Percentage Error (MPE), 
Root Mean Square Error (RMSE), and Equivalent Energy 
Error (EGYE), which measures the ratio of cumulative 
absolute error to total actual consumption. 

4. RESULTS AND DISCUSSION 

4.1 Scenario 1: Stationary Prediction 
Table 3 shows the results under stationary 

conditions. All methods achieve reasonable accuracy 
(MPE: 6.58%-9.33%). Traditional methods slightly 
outperform GPT-4o-mini, with MLP achieving the best 
MPE of 6.58%, while GPT obtains 9.33%. This is expected: 
when training and test distributions are well-aligned, 
traditional methods can fully exploit the statistical 
patterns, and LLM's pre-trained knowledge provides no 
additional advantage. 
Table 3. Scenario 1 prediction results (stationary distribution). 

Model MPE (%) RMSE EGYE (%) 

LSTM 7.11 0.1816 2.90 

BiLSTM 6.96 0.2161 3.37 

MLP 6.58 0.1776 2.49 

RF 6.65 0.1653 2.30 

GPT-4o-mini 9.33 0.2458 3.54 
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Fig. 2. Scenario 1 prediction curves comparison. 

4.2 Scenario 2: Distribution Shift 
Table 4 presents results under distribution shift. GPT-

4o-mini achieves the best MPE of 7.91%, slightly 
outperforming RF (7.95%) and substantially better than 
LSTM (10.25%). Notably, GPT achieves the lowest EGYE 
(0.0078), indicating superior energy-level accuracy. The 
pre-trained knowledge helps bridge the gap between 
summer training patterns and autumn test conditions. 

Table 4. Scenario 2 prediction results (distribution shift). 

Model MPE (%) RMSE EGYE (%) 

LSTM 10.25 0.1319 2.19 

BiLSTM 9.37 0.1263 2.21 

MLP 8.10 0.1040 0.88 

RF 7.95 0.1120 1.39 

GPT-4o-mini 7.91 0.1131 0.78 

 

 
Fig. 3. Scenario 2 prediction curves comparison. 

4.3 Scenario 3: Few-shot Cross-distribution 
Table 5 presents the most critical finding of this 

study. With only 3 days of summer training data but 
testing on an autumn day with completely different load 
patterns, traditional methods suffer catastrophic failure: 
all baselines exceed 42% MPE, with BiLSTM reaching 
54.26%. Their prediction curves remain stuck at summer-
level values (2-3 MW range), completely unable to track 
the actual autumn load variations. 

In stark contrast, GPT-4o-mini fine-tuned with the 
same 3-day data achieves an MPE of only 6.69%, 
representing a 36.16 percentage point improvement 
over the best traditional method. This dramatic 
performance gap demonstrates that LLM's pre-trained 

knowledge enables effective cross-distribution transfer 
that is fundamentally impossible for traditional data-
driven methods. 

Table 5. Scenario 3 prediction results (few-shot cross-
distribution). 

Model MPE (%) RMSE EGYE (%) 

LSTM 42.85 0.5680 42.80 

BiLSTM 54.26 0.6983 52.39 

MLP 42.43 0.5670 41.73 

RF 42.89 0.5673 42.39 

GPT-4o-mini 6.69 0.1089 1.41 

 

 
Fig. 4. Scenario 3 prediction curves comparison. 

4.4 Cross-scenario Analysis 
Table 6 summarizes the performance crossover 

across all three scenarios. A clear pattern emerges: in 
Scenario 1 (stationary), GPT is 2.75% worse than the best 
baseline; in Scenario 2 (distribution shift), GPT matches 
baselines; in Scenario 3 (few-shot cross-distribution), 
GPT outperforms by 35.74 percentage points. The 
advantage of LLM grows precisely as data conditions 
deteriorate. 
Table 6. Cross-scenario MPE comparison: GPT-4o-mini vs best 

baseline. 

Scenario Best Baseline 
GPT-4o-

mini Difference 

S1 (Stationary) 6.58% (MLP) 9.33% +2.75% 

S2 (Dist. Shift) 7.95% (RF) 7.91% -0.04% 

S3 (Few-shot) 42.43% 
(MLP) 6.69% -35.74% 

 
An intriguing finding is that GPT fine-tuned with only 

3 days of data (Scenario 3, MPE=6.69%) actually 
outperforms the same model fine-tuned with nearly 3 
months of data (Scenario 2, MPE=7.91%). This counter-
intuitive result aligns with findings by Hu et al. [6] and 
suggests that excessive fine-tuning data may cause 
catastrophic forgetting of beneficial pre-trained 
knowledge. Conservative learning rate multipliers are 
essential for preserving pre-trained representations 
during fine-tuning. 
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5. CONCLUSIONS 
This paper presents a systematic comparative study 

of fine-tuned LLMs for short-term load forecasting across 
three scenarios of increasing difficulty. The key findings 
are: 

(1) Under stationary conditions with sufficient 
training data, traditional methods (MLP, LSTM) remain 
competitive, and LLM's pre-trained knowledge provides 
no prediction advantage. 

(2) Under distribution shift, fine-tuned GPT-4o-mini 
achieves the best overall performance, with its pre-
trained knowledge effectively bridging training-test 
distribution gaps. 

(3) Under few-shot cross-distribution conditions--the 
core finding--traditional methods completely fail (MPE > 
42%), while the fine-tuned LLM achieves 6.69% MPE with 
only 3 days of data, demonstrating cross-distribution 
transfer capabilities fundamentally unattainable by 
conventional methods. 

(4) Fine-tuning data volume is not always better: 
minimal data can achieve effective knowledge transfer, 
while excessive data may degrade generalization 
through catastrophic forgetting of pre-trained 
representations. 
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