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ABSTRACT

Zero-carbon industrial parks are important carriers
for the transition toward carbon neutrality, and system
dynamics can support the analysis of energy-carbon
emission evolution, scenario simulation, and governance
pathway design. However, conventional modeling relies
heavily on expert knowledge and faces problems such as
long development cycles, poor reusability, difficult
structural review, and limited software compatibility.
This study proposes an explainable Al-driven framework
for automated system dynamics modeling. The
framework adopts a six-layer architecture, uses SD-IR as
the core representation, and establishes a three-role
collaborative mechanism. Through structured output,
rule-based validation, Vensim-compatible export, and a
human review loop, it generates verifiable, compilable,
and simulatable model drafts. The results show that the
framework can generate multi-system, multi-variable,
and multi-scenario models. After repair, the model
passes unit checking and produces scenario rankings
consistent with the manual model, thereby improving
modeling efficiency and supporting calibration and
decision-making.

Keywords: zero-carbon industrial park; system
dynamics; explainable artificial intelligence; automated
modeling; large language model

NONMENCLATURE
Abbreviations

SD System Dynamics
IR Intermediate Representation
RAG Retrieval-Augmented Generation
DAPT Domain-Adaptive Pre-Training
SFT Supervised Fine-Tuning
GRPO Group Relative Policy Optimization
LLM Large Language Model

CLD Causal Loop Diagram

SFD Stock-Flow Diagram

ODE Ordinary Differential Equation
MAPE Mean Absolute Percentage Error
MVP Minimum Viable Product

1. INTRODUCTION

Against the continuing global pursuit of carbon
neutrality, zero-carbon industrial parks have become
important practical platforms for low-carbon technology
deployment, energy-system restructuring, and regional
industrial emission reduction. Such parks typically
comprise multiple interdependent subsystems, including
industrial production, electricity consumption, gas use,
distributed photovoltaics, energy storage, green-power
procurement, load regulation, and carbon-emission
accounting. Their evolution is therefore characterized by
feedback effects, time delays, and nonlinear dynamics.
Consequently, static accounting methods or short-term
forecasting techniques alone cannot adequately capture
the structural changes and policy responses that occur
during medium- and long-term park transitions.

System dynamics is a modeling method for complex
systems that describes dynamic behavior over time
through stock-flow structures and causal feedback loops.
Compared with purely data-driven black-box models,
system dynamics places greater emphasis on causal
relationships, structural mechanisms, and policy
interpretability among variables, making it particularly
suitable for zero-carbon park governance, emission-
reduction pathway comparison, and policy review.
Nevertheless, conventional system dynamics modeling
still faces several bottlenecks. First, model construction
depends heavily on modelers who possess both system
dynamics expertise and energy-carbon domain
knowledge, and the process often takes weeks or even
months. Second, differences among modelers in variable
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selection, boundary definition, equation formulation,
and scenario design reduce model reusability and
comparability.  Third, the knowledge sources,
assumptions, and revision traces involved in manual
modeling are often difficult to record comprehensively,
which weakens model explainability and policy
auditability.

In recent years, large language models have
demonstrated strong capabilities in natural-language
understanding, structured information extraction, code
generation, and task planning, creating new
opportunities for automated system modeling. However,
existing studies on Al-assisted system dynamics
modeling still exhibit three major limitations. First, some
methods rely on end-to-end large models to directly
generate modeling text or code without intermediate
structural constraints, which can lead to missing
variables, unreasonable causal relationships,
inconsistent units, and non-executable models. Second,
many studies remain limited to text-level model
descriptions and do not establish a simulation loop
connected to professional system dynamics software
such as Vensim. Third, the generation process often lacks
rule-based validation, human review, and error-repair
mechanisms, making the resulting models difficult to
apply in real engineering contexts.

To overcome these limitations, this study proposes
an explainable Al-driven framework for automated
system dynamics modeling in zero-carbon industrial
parks. Unlike one-shot end-to-end generation, the core
idea of this framework is to transform large-language-
model output into a constrained and structured
generation process, and to establish an engineering
closed loop through SD-IR, rule-based validation,
Vensim-compatible export, and human review. The
objective is not to fully replace expert modelers, but to
rapidly produce model drafts that are structurally clear,
verifiable, repairable, simulatable, and reviewable,
thereby providing a foundation for subsequent expert
calibration and decision analysis.

2. METHODOLOGY
2.1 Overall technical route

The proposed framework follows a lightweight,
verifiable, and explainable technical route. The large
language model serves as the reasoning and generation
core, responsible for requirement understanding,
variable identification, preliminary causal-relationship
construction, and draft equation generation. The RAG
module provides domain knowledge, policy standards,

modeling templates, and case-based evidence. The SD-IR
intermediate layer transforms non-standard natural-
language output into a structured model representation.
The rule-based validator imposes hard constraints on
variables, units, stock-flow structures, equations, and
scenario parameters. Finally, simulation closure is
achieved through Vensim-compatible export and human
review.

This route follows three principles. First, it prioritizes
a lightweight combination of APIs, RAG, and tool chains
rather than relying on costly large-scale model training at
an early stage. Second, structured output and mandatory
validation are embedded throughout the modeling
process to minimize black-box text generation. Third, the
engineering closed loop is treated as the core
requirement, ensuring that the minimum viable system
can complete the full workflow from input, generation,
validation, and repair to export. In a production system,
the framework can further incorporate task-specific
model  fine-tuning  and reinforcement-learning
optimization; however, the proof-of-concept stage of
this study focuses on verifying the usability of the
lightweight automated modeling workflow.

2.2 Six-layer end-to-end architecture

As shown in Fig. 1, the proposed framework adopts
a six-layer end-to-end architecture that covers the entire
process from data input, model generation, and model
validation to simulation export and human review.

The first layer is the input layer, which collects basic
park data, energy-consumption data, carbon-emission
accounting boundaries, policy constraints, and scenario
objectives. Considering that real-world park data often
vary in completeness, the system provides both
sufficient-data and insufficient-data modes. In the
sufficient-data mode, annual or monthly energy data can
be directly used for parameter calibration. In the
insufficient-data mode, the system generates a
reviewable fallback model based on industry
benchmarks, policy parameters, and expert
assumptions.

The second layer is the knowledge layer. Centered on
RAG, this layer stores and retrieves policy standards,
zero-carbon park cases, system dynamics methods,
variable templates, mechanism modules, and error-
repair experience. Its role is not merely to provide text,
but to supply traceable evidence for model generation,
enabling variable settings, causal relationships, and
equation assumptions to be linked to corresponding
knowledge sources.
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Fig. 1 Six-layer end-to-end architectural framework

The third layer is the reasoning layer. This layer calls
large-language-model APIs to perform information
extraction, variable identification, causal-structure
generation, draft equation generation, and model-repair
recommendation. Instead of directly generating a
complete Vensim file, the reasoning-layer output is first
constrained into the SD-IR format, preventing
uncontrolled errors caused by directly feeding natural-
language output into simulation software.

The fourth layer is the intermediate representation
layer, namely the SD-IR layer. It serves as the core
structured carrier of the entire system and uniformly
stores variables, units, causal edges, stock-flow
structures, equations, scenario parameters, evidence
sources, and diagnostic results. SD-IR is both the
constrained output format for the large language model
and the standard protocol read by the validator,
compiler, and human-review module.

The fifth layer is the validation layer. This layer
performs multidimensional rule-based validation,
including schema validity checking, variable-unit
checking, stock-flow structural legality checking, static
equation checking, preliminary simulation-behavior
screening, and Vensim-compatible compilation checking.
The validation layer does not allow erroneous models to
be silently accepted. Once blocking errors are detected,
the system generates an error report and repair

suggestions, and then returns the model to the reasoning
layer or repair module.

The sixth layer is the simulation and review layer.
This layer compiles validated SD-IR into Vensim-
compatible .mdl text and supports simulation execution,
result export, and human review. Experts can further
revise the exported model structure, variable
explanations, and simulation results, thereby forming a
closed loop of automated generation, rule-based
validation, simulation checking, and human correction.

2.3 Three-role collaborative Al core

Within the six-layer architecture, this study designs a
three-role collaborative Al core, as shown in Fig. 2. The
core consists of a Proposer, a Critic, and an Executor-
Verifier. This design is derived from the common human
modeling workflow of model construction, review, and
simulation validation in system dynamics, and also draws
on the ideas of generation, evaluation, and tool use in
large-language-model agents.

The Proposer is responsible for generating candidate
models. Its tasks include extracting key variables from
park descriptions and data, constructing causal loops,
forming stock-flow structures, generating draft
equations, and specifying scenario parameters. The
Proposer's output is not free-form text but must comply
with the SD-IR protocol.
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Fig. 2 Three-role collaborative artificial intelligence core

The Critic is responsible for evaluating candidate
models. It focuses on whether the variables cover key
mechanisms, whether causal directions are reasonable,
whether the system boundary conforms to the
accounting requirements of zero-carbon parks, whether
the equations are interpretable, and whether the
scenario settings reflect differences among alternative
governance pathways. The Critic primarily outputs
structured revision comments rather than directly
replacing the Proposer in generating the final model.

The Executor-Verifier is responsible for execution
and validation. Through a rule engine and tool chain, this
role performs SD-IR parsing, unit checking, stock-flow
legality checking, static equation checking, Vensim-
compatible export, and diagnostic report generation.
The Executor-Verifier is the key safeguard that prevents
erroneous models from entering the final output.

These three roles form an iterative closed loop. After
the Proposer generates a model draft, the Critic and the
Executor-Verifier provide mechanism evaluation and
rule-based diagnostics, respectively. The Proposer then
repairs the model based on the feedback, and the
repaired model re-enters validation until it satisfies the
minimum engineering usability requirements. This
process reduces the uncertainty of one-shot end-to-end

generation and makes the model-generation process
more controllable and auditable.

2.4 Design of the standardized SD-IR protocol

SD-IR is a structured intermediate layer that
connects natural-language Al output with professional
system dynamics models. Its basic function is to
transform non-standardized text into a model
representation that can be validated, compiled,
simulated, and reviewed by humans.

The SD-IR designed in this study contains six
categories of core content. The first category is the park
boundary and accounting scope, including park type,
time horizon, energy types, carbon-emission boundary,
and policy objectives. The second is the variable list,
including variable names, types, units, initial values,
value ranges, and explanatory notes. The third is causal
edges, including causal sources, causal targets, influence
directions, mechanism explanations, and evidence
sources. The fourth is the stock-flow structure, including
stock variables, inflows, outflows, initial values, and
conservation relationships. The fifth is equation
expression, including auxiliary-variable equations, stock-
integration equations, scenario parameters, and lookup
functions. The sixth is explanation and evidence fields,



including variable sources, assumption bases, repair
records, and human-review comments.

The design of SD-IR follows four core principles. First,
it is compatible with Vensim modeling logic, enabling
subsequent conversion into Vensim-compatible model
files. Second, it mandates unit fields, ensuring that
variables have a basis for unit checking before entering
equations. Third, it preserves an evidence chain, allowing
key variables and relationships in the model to be traced.
Fourth, it supports the embedding of policy indicators,
enabling carbon-emission intensity, green-power share,
photovoltaic installed capacity, cumulative emission
reduction, and related indicators to directly participate
in scenario assessment.

2.5 Theoretical basis of system dynamics

System dynamics describes the dynamic evolution of
complex systems through stocks, flows, auxiliary
variables, and feedback loops. The energy-carbon system
of a zero-carbon industrial park involves multiple
interacting processes, including energy demand,
renewable energy supply, fossil-energy substitution,
efficiency improvement, green-power procurement,
energy-storage regulation, load response, and carbon-
emission accounting. These processes are not simply
linearly superimposed; rather, they involve delayed
feedback and policy-intervention effects.

For any stock variable, the basic formulation is given
as follows:

Stock(t) = INTEG[Inflow(t)
— Outflow(t), Stock(ty)]

Where Stock(t) denotes the stock at time ¢t;
Inflows(t) and Outflows(t) denote the inflow and
outflow, respectively; and Stock(t,) denotes theinitial
value. The unit of a flow must equal the unit of the
corresponding stock divided by the time unit, which is a
fundamental requirement for unit consistency in system
dynamics models.

For an auxiliary variable, the general form is
expressed as follows:

Aux(t)

= f[Stock(t), Other_Aux(t), Constant(t), Exogenous(t)]

Where f represents the causal functional
relationship among variables. In a zero-carbon park
model, typical auxiliary variables include annual
electricity consumption, natural-gas consumption,
green-power substitution, photovoltaic generation,
energy-storage regulation, carbon emissions, and
carbon-emission intensity.

In park-level carbon-emission accounting, annual
carbon emissions can be expressed as follows:

CE(t) = Egrig(t) X EFgrig(t) + Gas(t) X EFg,s —
Green(t) X EFgriq(t) — PVyge(t) X EFgriq (1)

Where CE(t) denotes annual carbon emissions,
Egriq(t) denotes purchased conventional electricity,
EFg.iq(t) denotes the grid emission factor, Gas(t)
denotes natural-gas consumption, EF_gas denotes the
natural-gas emission factor, Green(t) denotes green-
power procurement, and PV, (t) denotes self-
consumed photovoltaic electricity within the park. This
equation can be adjusted according to the accounting
boundary of different parks.

Cumulative carbon emissions can be expressed as
follows:

CCE(t) = INTEG[CE(t), CCE(ty)]

Where CCE(t) denotes cumulative carbon
emissions. The cumulative variable is useful for
evaluating the total emission-reduction effect of long-
term governance pathways.

2.6 Multi-indicator evaluation formulas

To evaluate the quality of the automatically
generated model, this study adopts four categories of
indicators: structure, equations, simulation behavior,
and scenario trends. Variable coverage is used to
measure whether the automated model captures the key
variables contained in the manual benchmark model:

Ncommon
Variablecoperage = 77—

Nmanual
Where Ngutonmanuar denotes the number of key

variables jointly included in both the automated and
manual models, and Npqnuai denotes the number of
key variables in the manual model.

The precision, recall, and F1 score of causal edges are
expressed as follows:

. . Ecorrect
Precision = ————
auto
ECOI‘I‘ECt
Recall = ———
manual

2 X Precision X Recall
F1 =

Precision + Recall
Where E_ . rrect denotes the number of causal

edges generated by the automated model and confirmed
as reasonable by the manual benchmark, Eg;;0
denotes the number of causal edges generated by the
automated model, and E,, nuar denotes the number of
causal edges in the manual model.

Historical behavior fitting can be evaluated using the
mean absolute percentage error (MAPE):

n
1 s
MAPE=—z Ye— VYt
n

t=1

Yt



Where y,; denotes the historical anchor data and
y; denotes the model output. A lower MAPE indicates
that the model more closely follows the historical trend.

Scenario direction agreement is used to evaluate
whether the automated model can produce policy-trend
judgments consistent with those of the manual model:

. . Nsame_direction
Directionalpgreement = —

Ntotal
Where Nggme girection denotes the number of

samples for which the automated and manual models
have the same trend direction, and Nt denotes the
total number of comparison samples. For policy
simulation, even if the numerical accuracy of the
automated model still requires expert calibration, the
model is valuable as a rapid modeling draft as long as it
can stably identify the relative trends of different
scenarios.

2.7 Validation and multi-candidate mechanism

To reduce the model error rate, this study introduces
a validation and multi-candidate mechanism. In a single
modeling task, the system can generate two to five
differentiated candidate models and subject them to
rule-based preliminary screening, error identification,
comprehensive ranking, and repair. The model that
ultimately enters simulation is therefore not randomly
generated text, but a structured model that has been
validated and selected.

The validation module consists of six types of checks.
The first is schema validation, which checks whether SD-
IR fields are complete and correctly formatted. The
second is variable-unit checking, which identifies missing
units, unit inconsistencies, and dimensional errors. The
third is stock-flow legality checking, which determines
whether stock variables have reasonable inflow and
outflow structures. The fourth is static equation
checking, which identifies undefined variables, circular
dependencies, missing parameters, and expression
errors. The fifth is preliminary simulation-behavior
screening, which detects negative stocks, numerical
explosions, and obviously unreasonable trends. The sixth
is Vensim-compatible compilation checking, which
determines whether the model can be exported as
reviewable .mdl text.

When model validation fails, the system does not
silently output an invalid model; instead, it adopts a
failure-degradation strategy. For problems caused by
insufficient supporting materials or missing data, the
system outputs a degraded model, an error report, and
recommendations for supplementary data. For
structural errors, the system returns repair suggestions

and regenerates local structures. For unit errors, the
system requires additional units or automatically infers
units before entering the next validation round.

2.8 Training strategy and implementation scope

The original framework includes a progressive
training route that spans domain-adaptive pre-training,
decomposed supervised fine-tuning, tool-use supervised
fine-tuning, and multi-reward GRPO reinforcement
learning. This route is suitable for systematically
improving the capabilities of specialized models in future
production systems, particularly after a large number of
park cases, error-repair records, and expert-review data
have been accumulated.

This study has implemented and validated a
lightweight engineering closed loop, including API calls,
RAG-based knowledge retrieval, structured SD-IR
persistence, rule-based validation, error-repair handoff,
Vensim-compatible MDL export, and review-governance
procedures. Full-scale large-model training and GRPO
reinforcement learning are not prerequisites for the
proof-of-concept stage of this study; rather, they are
enhancement modules to be introduced after the data
scale increases and the engineering system becomes
stable. Therefore, the core contribution of this study
does not depend on retraining large models, but
demonstrates that, under relatively low-cost conditions,
structured protocols, rule-based validation, and software
closure can move large-language-model outputs from
the text level into a verifiable system dynamics modeling
workflow.

3. PROOF OF CONCEPT AND RESULTS
3.1 Case study

This study uses a manufacturing industrial park as
the validation case to examine whether the proposed
framework can complete the full workflow from park
input, structured model generation, and rule-based
validation to Vensim-compatible export and scenario-
result comparison.

The case park is a manufacturing industrial park, and
the simulation horizon spans 2018-2035. In 2025, the
park's annual electricity demand is 120 GWh, annual
natural-gas consumption is 17 million Nm3, rooftop
photovoltaic installed capacity is 8 MW, and the initial
green-power share is 18%. The model considers
electricity consumption, natural-gas consumption,
rooftop photovoltaics, energy storage, electrification
substitution, green-power procurement, efficiency
improvement, and demand response. Historical data



from 2018 to 2024 are used as trend anchors, and 2035
is selected as the long-term scenario evaluation point.

3.2 Automated modeling results

After the park's basic information, historical anchor
data, and policy objectives were entered, the framework
automatically generated a structured system dynamics
model. As shown in Fig. 3, the generated automated
model contains five subsystems, 24 variables, 19 causal
edges, five stock variables, 12 main equations, and three
scenario classes. The five subsystems are the energy-
supply subsystem, industrial-demand subsystem,
carbon-governance subsystem, electrification-transition
subsystem, and system-flexibility subsystem. Key
variables include photovoltaic expansion, green-power
procurement, electrification rate, annual electricity
demand, natural-gas consumption, energy-storage
capacity, demand-response ratio, efficiency-
improvement rate, annual carbon emissions, cumulative
carbon emissions, and peak load.

mechanisms constitute the main feedback structure of
the park's energy-carbon system.

3.3 Validation, repair, and  Vensim-compatible
compilation

The initially generated automated model was not
directly accepted as the final result; instead, it first
entered the rule-based validation module. The validator
identified four blocking issues and three warnings in the
initial model. The blocking issues mainly included
incomplete units for several variables, inconsistent
names referenced in some equations, insufficient stock-
flow connections, and missing value ranges for scenario
parameters. The warnings mainly involved insufficient
explanations for some auxiliary variables, incomplete
evidence fields for certain causal edges, and the risk of
oversimplification in one lookup function. After repair
handoff and local patch generation, the number of
blocking issues decreased from four to zero, the unit
check returned OK, and the model reached a compile-

Fig. 3 Structured system dynamics model

The automatically generated model covers the main
mechanisms involved in the park's emission-reduction
pathways. For example, photovoltaic expansion and
green-power procurement reduce indirect carbon
emissions from purchased conventional -electricity;
electrification  substitution  reduces  natural-gas
consumption but may increase electricity demand;
energy storage and demand response mitigate system
fluctuations caused by high shares of renewable-energy
integration; and efficiency improvement reduces the
energy demand per unit of output. Together, these

ready state. The system then exported Vensim-
compatible .mdl text containing stock definitions,
auxiliary-variable equations, scenario-control
parameters, simulation-time settings, and explicit
diagnostic information.

This result indicates that the framework does not
simply output textual descriptions; rather, it can identify
engineering errors in the initial generation and advance
the model to a compilable and reviewable state through
rule-based validation and patch-based repair. This
process also demonstrates the critical role of the



validator layer in improving the usability of automated
modeling results.

3.4 Historical trend fitting results

To examine whether the automated model can
follow historical changes, this study uses historical
anchor data from 2018 to 2024 for baseline fitting, as

assumptions, parameter calibration, and delay
structures. The advantage of the automated model lies
not in achieving the highest accuracy immediately after
generation, but in rapidly forming a structurally
complete and trend-consistent model draft that can be
calibrated by experts. Therefore, in practical
applications, the automated model is suitable as an early
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Fig. 4 Baseline fitting using historical anchor data

shown in Fig. 4, and compares the results with those of a
manually developed benchmark model.

The results show that the automated model can
generally capture the main directions of change in
historical indicators, particularly the increase in
electricity demand, the rise in the green-power share,
and the gradual decline in carbon emissions, all of which
are consistent with the historical anchors. By contrast,
the manual model achieves higher historical fitting
accuracy because it incorporates more detailed industry

modeling starting point, whereas the manual model
remains an important benchmark for refined calibration
and final decision support.

3.5 Scenario simulation results

This study designs three transition scenarios for
2035, as shown in Table 1: SO is the baseline optimization
scenario, S1 is the green-power, photovoltaic, and
storage enhancement scenario, and S2 is the integrated
transition scenario.

Table. 1 Transition scenarios for 2035

Scenario Core idea Green PV add. Storage a Electrification Efficiency DR/ flexible Curtailment
power dd. load
S0 os'zfmfiI;:'(caion 35% 0.8 1.5 22% 1.0%/yr 8% 39%
51 Grs\e/;sfg;zz; ¥ 55% 2.5 4 32% 1.6%/yr 12% 29%
Integrated
>2 transition 2% 3.5 6 45% 2.2%/yr 18% 1%
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Fig. 5 Emission-reduction outcomes under three 2035 scenarios

Figure 5 presents the 2035 emission-reduction
results obtained from the automated model. Carbon
emissions decrease by 11.7% under SO, 36.8% under S1,
and 59.4% wunder S2. The emission-reduction
performance of the three scenarios is ranked as S2 > S1 >
S0. The manual benchmark model produces the same
scenario ranking.

This result indicates that although the automated
model still requires manual calibration of parameter
details, it can already correctly identify the relative
advantages of different governance pathways. For early-
stage scheme screening in industrial parks, consistency
in scenario ranking is important because it helps decision
makers rapidly determine which combinations of
transition measures are more promising.

Mechanistically, SO mainly relies on conventional
efficiency improvement and limited green-power
substitution, resulting in a relatively small emission
reduction. S1 simultaneously increases the green-power
share, photovoltaic expansion, and storage deployment,
thereby substantially improving the emission-reduction
effect. Building on S1, S2 further increases the
electrification rate, the pace of efficiency improvement,
and the flexible-load ratio, enabling synergistic effects
among energy-structure substitution, demand-side
optimization, and system flexibility, and therefore
achieving the highest emission reduction.

3.6 Quantitative comparison with the manual

benchmark model

To further evaluate the quality of the automatically
generated model, this study compares it with a manually
developed benchmark system dynamics model. As

shown in Table 2, the comparison indicators include

variable coverage, causal-edge precision, causal-edge

recall, causal-edge F1 score, stock-flow structural

matching rate, equation similarity, and scenario trend-

direction agreement.

Table. 2 Comparison between the automated model and
the manual model

Metric Value |Meaning Interpretation
Share of key|The auto model
Variable variables fncludes most.
coverage 85.20%|captured by|important variables
the auto from the manual
model baseline.
Share of
Edge generat.ed Most causal links
orecision 82.40%|causal links |generated by the auto
that are model are reasonable.
correct
Share of
manual-
Edge model Some important
recall 73.70%|causal links |mechanisms are still
recovered |missing.
by the auto
model
Overall
Edge F1 balance The causal structure is
score 77.80%|between usable but still needs
precision |refinement.
and recall




Match
Stock- between .
flow match auto and The main system
84.60% dynamics structure is
manual largely captured
rate Stock-flow gely cap '
structures
Similarity
. between [The main equation
Equation .
o 0.79 |auto and logic is close, but not
similarity . .
manual fully identical.
equations
Agreement
.g The auto model
Directional in trend almost always
98.90%|direction y
agreement captures the correct
across )
. scenario trend.
scenarios
The results show that the automated model

effectively covers the key variables and main feedback
structures of the manual model and achieves a high
degree of agreement with the manual model in scenario-
direction judgment. Its limitations mainly lie in certain
detailed mechanisms, delay relationships, parameter
calibration, and equation refinement. Therefore, this
study argues that the automatically generated model is
suitable as a rapid starting point for expert modeling
rather than as a final replacement for the manual model.
The manual model remains indispensable for refined
mechanism representation, historical calibration, and
final decision support.

3.7 Engineering implementation results

The current system has implemented stepwise
persistent workflow execution, structured SD-IR storage,
rule-based validation and repair handoff, Vensim-
compatible MDL export, review and export governance,
and a lightweight engineering stack based on FastAPI,
PostgreSQL, and Qdrant.

Full specialized model training and reinforcement-
learning optimization remain topics for future work.
Nevertheless, the current proof-of-concept system can
already support the key engineering closed loop of
automated modeling. As summarized in Table 3, the role
differences between the automated and manual models
can be described as follows.

Table. 3 Role differences between the automated model
and the manual model

. . Auto-
Dimension Manual model
generated model
Fast model draft Time-
Speed , .
generation consuming
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expert modeling
Captures main More complete
Structure variables and and rigorous
feedbacks structure
. More detailed
. Provides usable .
Equations . and calibrated
equation drafts .
equations
. More reliable
Scenario Correct trend .
. numerical
results and ranking
accuracy
Starting point for Benchmark and
Role . . &P final review
iteration .
basis

Therefore, the practical value of the proposed
framework lies in improving the efficiency of early-stage
modeling, reducing repetitive modeling work, preserving
the evidence chain of model generation, and providing
experts with a reviewable structured model foundation.

4. DISCUSSION

Compared with conventional manual system
dynamics modeling and end-to-end Al generation
methods, the proposed framework offers three main
advantages.

First, the framework transforms the natural-
language generation process into a structured modeling
process. The large language model does not directly
output the final model file; instead, it first generates SD-
IR. Variables, units, causal edges, stock-flow structures,
equations, and evidence fields in SD-IR can all be read
and checked by the rule-based validator, thereby
reducing the uncontrollability of generated results.

Second, the framework establishes an engineering
closed loop of validation, repair, and simulation. The
proof-of-concept results show that the initial automated
model indeed contains unit, naming, and structural-
consistency problems. Without a validator, these
problems might remain hidden in textual descriptions
and be difficult to detect. Through blocking-error
identification, patch-based repair, and Vensim-
compatible export, this study advances the model from
a textual draft to an engineering-reviewable state.

Third, the automated model can support rapid
scenario screening. Compared with the manual
benchmark model, the automated model performs well
in variable coverage, stock-flow structure, and scenario
trends, with a trend-direction agreement of 98.90%. This
suggests that although the automated model is not



suitable as a final decision model, it is well suited for
early-stage scheme construction, rapid comparison, and
model-draft generation before expert review.

The proposed framework also has several
limitations. First, the numerical accuracy of the
automated model remains lower than that of the manual
model, especially in parameter calibration, time delays,
and industry-specific mechanisms, which require further
expert correction. Second, the proof of concept uses only
a single manufacturing industrial park case, which is
insufficient to demonstrate the framework's
generalizability across industries, regions, and data-
quality conditions; therefore, multi-park validation is still
needed. Third, the current implementation mainly relies
on APls, RAG, rule-based validation, and a lightweight
tool chain, while full specialized model training and
multi-reward GRPO reinforcement learning have not yet
been validated on large-scale real-world cases.

Future research will proceed in three directions.
First, the number of real park cases will be expanded to
cover manufacturing, chemical, logistics, electronic-
information, and other types of industrial parks, so as to
test the cross-park generalizability of the framework.
Second, modules for heating, cooling, investment cost,
carbon trading, and policy constraints will be improved,
enabling the model to support more comprehensive
zero-carbon park governance analysis. Third, expert
repair data and model-review records will be
accumulated to train structured information extraction,
error classification, and candidate-model reranking
modules, and reinforcement-learning optimization will
be gradually introduced after the engineering workflow
becomes stable.

5. CONCLUSIONS

This study proposes an explainable Al-driven
framework for automated system dynamics modeling in
zero-carbon industrial parks. The framework preserves
the structural, causal, and interpretable advantages of
system dynamics modeling while incorporating large
language models, RAG, SD-IR, rule-based validators, and
Vensim-compatible export mechanisms, thereby
forming a complete engineering closed loop from input,
generation, validation, repair, and simulation to human
review.

The results show that the framework can
automatically generate a system dynamics model draft
containing five subsystems, 24 variables, 19 causal
edges, five stock variables, 12 main equations, and three
scenario classes. After validation and repair, the number
of blocking issues decreased from four to zero, the unit
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check was passed, and the model reached a Vensim-
compatible compile-ready state. Compared with the
manually developed benchmark model, the automated
model achieved a variable coverage of 85.20%, causal-
edge precision of 82.40%, causal-edge recall of 73.70%,
an F1 score of 77.80%, a stock-flow matching rate of
84.60%, equation similarity of 0.79, and scenario trend-
direction agreement of 98.90%.

The scenario simulation results further indicate that
the automated model can correctly identify the relative
emission-reduction effects of different governance
pathways. In 2035, the emission-reduction rates under
scenarios SO, S1, and S2 are 11.7%, 36.8%, and 59.4%,
respectively, and both the automated and manual
models produce the same ranking of S2 > S1 > SO.

In summary, the proposed framework has
demonstrated a runnable lightweight engineering closed
loop through proof-of-concept validation. It can
substantially improve the initial efficiency of system
dynamics modeling for zero-carbon parks and provide
experts with structured, verifiable, repairable, and
reviewable model drafts. Future research should further
expand the scope of case validation, improve parameter-
calibration capability, and gradually introduce
specialized model training and reinforcement-learning
optimization to enhance the practical value of the
framework in real-world park governance.
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