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ABSTRACT

Agentic Al systems are increasingly proposed for
decision support in energy operations because they can
retrieve information, invoke tools, coordinate multi-step
reasoning and interface with external simulation or
optimization tools. However, energy systems are safety-
critical and  operational technology adjacent
environments in which erroneous, ungrounded, or
manipulated outputs can create unacceptable
operational risk. This study proposes a decision-support-
first framework for agentic Al in energy systems, in which
agents assist with analysis, planning, and justification
while humans retain formal authority for all operational
actions. The study first synthesizes core interaction
patterns for agentic workflows in energy applications,
including retrieval-augmented generation, tool-using
reason—act loops, multi-agent coordination, and human
approval predicates. It then analyzes major deployment
barriers, including stochastic outputs, brittle tool
interactions, prompt injection, automation bias, and
cyber-physical security exposure. Based on these
findings, a phased deployment framework is proposed to
guide adoption from offline prototyping to human-
approved advisory use. Finally, the study outlines
evaluation metrics emphasizing safety, workload,
traceability, and auditability. The study argues that
agentic Al can create practical value in energy systems
only when deployed as an auditable, human-governed
decision-support layer rather than as an autonomous
controller.

Keywords: Human-in-the-loop, Agentic Al, Energy
system, Decision support, Operation, OT security,
prompt injection, auditability.

1. INTRODUCTION

Modern electric power grids and energy systems are
undergoing a rapid transition characterized by an
increasing penetration of volatile renewable energy
sources, growing structural complexity, and escalating
operational demands [1, 2]. While digital technologies
from the Industry 4.0 era improved visibility and
automation, fully automated systems frequently prove
brittle when confronted with extreme weather, sensor
faults, or anomalous operating events [3, 4]. To address
the cognitive overload experienced by human
dispatchers and energy managers, the energy sector is
exploring the integration of Artificial Intelligence (Al) [5,
6]. Recently, the emergence of Agentic Al and Large
Language Model (LLM)-based frameworks has
demonstrated transformative capabilities, shifting Al
from a reactive, task-specific tool to an autonomous
coordinator capable of goal decomposition, tool
invocation, and multi-step reasoning [7, 8].

However, the direct application of LLM-based
agentic Al in physical control systems is fraught with
fundamental risks. Energy infrastructures are high-
consequence, safety-critical environments that tolerate
zero margin for error [6]. LLMs inherently suffer from
factual  hallucinations, exhibit non-deterministic
reasoning, and critically lack intrinsic mechanisms to
strictly enforce physical laws and operational constraints
[8]. To reconcile the advanced cognitive capabilities of
agentic Al with the absolute requirement for operational
safety, this study advocates for a Human-in-the-Loop
(HITL) Agentic Al paradigm. A recent review highlighted
emerging energy applications of transformers and LLMs,
and introduced the idea of “agentic digital twins” as a
direction for smart grids—suggesting a near-term
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opportunity but also limited evidence of mature, safe
deployments [9].

Decision-support-first definitions. This study
argues that for the foreseeable future, high-quality
deployments should treat agentic Al in energy as a
constrained decision-support layer, not an autonomous
controller. Decision support first means:

1. The agent may propose actions and justify them
with evidence and simulation results;

2. The agent may never directly actuate OT/field
devices;

3. The agent’s outputs must be structured for
human approval with explicit gating predicates;

4. The system must be auditable end-to-end for
post-incident review and continuous
improvement.

Aligned with the human-centric principles of
Industry 5.0, this approach embeds human expertise,
oversight, and approval into the Al loop [6]. By adopting
a "decision-support-first" architecture, we outline a safe
and practical pathway for integrating agentic Al into
energy systems, ensuring that autonomy is introduced
gradually and conditionally. The contributions of this
study are a taxonomy, risk analysis, a phased deployment
framework, and evaluation metrics.

2. LITERATURE REVIEW

The proposed framework builds on four streams of
literature:

2.1 Agentic LLM patterns

Retrieval-augmented generation (RAG) combined
parametric LLM knowledge with retrieved documents,
improving factual grounding for knowledge-intensive
tasks [10]. The ReAct paradigm interleaved reasoning
and tool actions, enabling iterative information
gathering and plan revision [11]. Toolformer
demonstrated that models can be trained to decide
when and how to call external tools [12]. Multi-agent
orchestration frameworks (AutoGen) enabled role-
specialized agents with tool access and optional human
participation [13].

2.2 Energy-domain foundation models and benchmarks

Recent work has demonstrated LLM-centric systems
for power dispatch support and introduces domain-

specific evaluation benchmarks, reflecting growing
interest in operationally relevant LLM evaluation [14].

Moreover, a knowledge-driven LLM agents framework
was proposed in power system operation workflows
[15].

2.3 Risk management and secure GenAl

The NIST Al RMF 1.0 and the NIST Generative Al
Profile provided cross-sector risk governance scaffolding
[16]. The OWASP Foundation Top 10 for LLM
Applications explicitly identified prompt injection,
insecure output handling, excessive agency, and
overreliance as key risks—highly relevant when LLMs are
integrated with tools [17].

2.4 Operational technology (OT) and energy cyber-
physical security

OT security guidance (e.g., NIST SP 800-82 Rev. 3)
emphasized safety, reliability, and OT-specific
architectures and threats, and was essential when
placing Al systems adjacent to control networks [18].

3. TAXONOMY OF AGENTIC PATTERNS FOR DECISION
SUPPORT
This section defines agentic pattern families and
explains how each should be constrained under decision-
support-first assumptions.

Pattern A. Retrieval-Augmented Decision Support

The RAG-first pattern provides evidence-based
decision support by synthesizing recommendations from
a curated corpus of procedures, manuals, and incident
logs [10]. It is specifically designed for high-consequence
energy operations where decisions must be procedure-
driven and hallucination risks must be minimized. This
pattern operates under strict read-only constraints,
ensuring the agent cannot alter system states, and
mandates the delivery of "evidence bundles" including
document IDs and highlighted citations, to allow
operators to verify the grounding of every suggestion.

Pattern B. Tool-Using Reason-Act Loops

The ReAct-style pattern utilizes an iterative loop of
reasoning and tool execution to perform complex
technical tasks like power flow screening, "what-if"
simulations, and alarm triage [11]. By interacting with
simulators and optimizers within a "safety sandbox" or
digital twin, the agent can generate dynamic schedules
and diagnostic insights without direct access to live OT
systems. To ensure reliability, all tool interfaces are
strictly typed and logged, and every proposed action
must satisfy predefined human approval predicates
before being presented to the user.



Pattern C. Multi-Agent Coordination

The Multi-Agent Coordination pattern employs a
collaborative framework of role-specialized agents—
such as planners, simulators, and guardrail specialists—
to manage workflows spanning operations, markets, and
maintenance [13]. This architecture enhances
robustness through cross-functional verification, utilizing
a dedicated safety agent to block unsafe advice and an
offline red-team agent to probe for vulnerabilities.
However, multi-agent consensus is never a substitute for
human oversight. Explicit human approval is required for
all actions, maintaining a strict "human-in-the-loop"
authority model.

4. RISK ANALYSIS
This section identifies failure modes and maps them
to mitigations and design controls.

4.1 Stochasticity, hallucination and non-determinism

LLMs are inherently non-deterministic, posing a
"false certainty" hazard where incorrect statements are
presented with high confidence. To manage this in
decision-critical energy environments, stochasticity must
be treated as a measurable risk under frameworks like
the NIST Al RMF rather than addressed through ad hoc
prompting [16]. The primary control strategy involves
grounding factual claims in RAG-controlled corpora and
requiring tool-based verification for numeric or
constraint claims, such as power flow feasibility [10].
Furthermore, systems should implement "rejection
ability" patterns, forcing the agent to escalate to a
human operator rather than speculate when internal
confidence or consistency thresholds are not met.

4.2 Prompt injection and indirect prompt injection

Prompt injection and specifically indirect injection
through retrieved content remains a top vulnerability for
RAG and tool-enabled systems. Malicious instructions
embedded in documents or logs can manipulate an
agent into bypassing safety protocols or triggering
unauthorized tool actions [19]. Mitigating this risk
requires treating all retrieved text as untrusted data,
applying strict content filters and instruction-data
separation  heuristics.  Governance is  further
strengthened by enforcing least-privilege tool access and
a "tool-call justification" protocol, where the agent must
explicitly state and log how a proposed tool call aligns
with user-approved goals before the action is executed.

4.3 Excessive agency and tool misuse

Excessive agency occurs when an Al is granted
unchecked autonomy [17], a risk that is magnified in the
energy sector where even minor errors can trigger
cascading physical effects. To prevent unauthorized
actuation, the architecture must remain "decision-
support-first," ensuring the agent has no direct path to
modify system states. This is enforced through a hard
separation between the read-only advisory interface and
the actual operator control interface. Additionally,
organizational controls like two-person integrity checks
should be mandated for high-impact recommendations
to ensure no single automated suggestion can bypass
rigorous human verification.

4.4 Automation bias and operator overreliance

Automation bias presents a significant cognitive risk
where operators may over-rely on Al suggestions,
leading to both omission errors (missing unflagged
events) and commission errors (following flawed advice
despite contradictory evidence) [20]. Addressing this
requires an "evidence-first" user interface that presents
source documentation and system constraints before
the recommendation itself. Operators should be
required to manually confirm specific safety checks, such
as thermal limit verification, rather than passively
accepting an output. By tracking disagreement and
override patterns, organizations can refine their
operational processes and retraining efforts to ensure
the Al remains a supportive tool.

4.5 OT adjacency and cyber-physical attack surface

Integrating Al systems near Operational Technology
(OT) networks expands the cyber-physical attack surface,
requiring adherence to stringent security standards such
as NIST SP 800-82 Rev. 3 [18]. Because OT environments
demand unique levels of reliability and safety, network
segmentation and strict boundary controls are essential
to isolate IT-based Al components from physical
infrastructure. Control strategies must prohibit direct
write access from Al services to OT assets, routing all
actions through mediated, authenticated operator
workstations. Continuous  security monitoring,
specialized incident response playbooks, and regular
audits are necessary to maintain the integrity of these
high-stakes connections.

5. PHASED DEPLOYMENT FRAMEWORK

We propose five stages. The key innovation is that
each stage has explicit acceptance criteria and human
approval predicates that constrain what the agent may
recommend and how recommendations can be used



operationally. The staging is aligned with the “govern-
map-measure-manage” style risk governance promoted
by NIST Al RMF and its GenAl Profile [16]. Figure 1
summarizes the proposed phased deployment pathway,
progressing from read-only monitoring to shadow-mode
operation, constrained recommendation, supervised
control, and limited autonomous operation under
predefined safety and governance safeguards.

Stage 1. Offline prototyping (no operators)

The initial phase focuses on building agent workflows
and verifying tool interfaces within a fully isolated offline
sandbox. The primary goal is to achieve high technical
reliability, defined by tool-call validity of 99% or higher
without schema violations. During this stage, a rigorous
red-teaming suite is executed to document failure modes
and mitigate risks such as prompt injection and excessive
agency. To ensure the system is dependable, developers
must demonstrate reproducibility through deterministic
tool outputs and controlled model randomness, typically
achieved through seeding or ensemble-averaging
techniques.

Stage 2. Shadow mode (operators unaffected)

In the shadow mode stage, the agent observes real-
time or replayed operations to evaluate its performance
without influencing actual decision-making. Success is
measured by the quality of recommendations compared
against historical actions and outcomes, ensuring the
agent provides value without disrupting operator

Stage 1: Offline prototyping Stage 2: Shadow mode

- Teol schema validity
- Injection red-team
- Reproducibility

- No operator impact
— - Traceability logs
- Baseline comparison

Stage 3: Advisory and human approval

- Approval predicates enforced
- Workload & safety metrics

process to mitigate automation bias, ensuring that
human oversight remains the final and informed
authority [20].
Stage 4. Constrained execution of low-risk actions

Under a "decision-support-first" interpretation, this
stage allows for the human-authorized automation of
specific non-OT actions, such as generating simulation
reports, switching order drafts, or opening work orders.
The focus is on streamlining administrative tasks while
preventing unauthorized information disclosure or
security leaks. Acceptance requires a sustained trial
window where the agent demonstrates consistent
correctness and traceability, proving that these
automated drafts reliably support the operator's mission
without introducing hidden risks to the broader system.
Stage 5. Improvement and institutionalization

The final stage focuses on maturing governance
through continuous monitoring, periodic audits, and
formal change control to fully institutionalize the Al
agent. This involves conducting quarterly safety reviews
and updating risk registers in alignment with the NIST Al
RMF [16]. To maintain a robust security posture, all Al
components must be integrated into standard OT
security guidance, which includes regular incident
response drills and security audits [18]. This ensures the
system remains resilient, safe, and aligned with the
organization’s evolving operational requirements.

Stage 4: Constrained non-OT automation Stage 5: Institutionalization

- Periodic audits
— - OT security drills
- RMF-aligned governance

- Report/work-order automation
- OWASP risks audited

Fig. 1 Phased deployment timeline for decision-support-first agentic Al with acceptance criteria. Stages progress from
offline prototyping to shadow mode to advisory mode; constrained automation applies only to non-OT actions and

mature governance.

workflows. Latency must remain within an acceptable
advisory window to be considered viable. A critical
requirement for this stage is audit log completeness,
where every agent recommendation is meticulously
traced back to specific retrieved evidence and tool
outputs for future verification.
Stage 3. Advisory mode with human approval

The advisory mode transitions the agent into the live
control room environment, where it provides
recommendations that are strictly subject to mandatory
human approval. Acceptance of this stage depends on
the enforcement of human approval predicates and a
demonstrated, measurable reduction in diagnostic time
or operator workload without any degradation in safety
standards. To support this transition, an operator
training package must be deployed alongside a defined

5.1 Human approval predicates

A “human approval predicate” is a non-negotiable
condition that must be satisfied before a
recommendation is presented as an actionable
operational instruction. Predicates are implemented
through system rules, Ul confirmations and logging.
Figure 2 illustrates how the proposed human approval
predicates are embedded within a decision-support-first
agentic Al architecture, integrating read-only OT
telemetry, domain knowledge retrieval, sandboxed
tools, guardrails, audit logging, and human review before
any operational action is executed.

P1: Evidence completeness gate. Every recommendation
must include: purpose, constraints checked, evidence
bundle (docs retrieved), and tool outputs used.




P2: Safety envelope gate. Recommendation must satisfy
domain constraints (thermal limits, voltage bounds,
comfort bounds, N-1 policy, etc.) in at least one verified
tool run (power flow, simulation, etc.). If not proven, the
recommendation must be labeled *“ hypothesis” and
escalated.

P3: Action impact classification gate. If the
recommendation is “high impact” (load shedding,
topology switching, dispatch change), require (i) two-
person review, and (i) an explicit operator
acknowledgment of the key risk tradeoff.

P4: Prompt-injection hygiene gate. If any retrieved
content is from untrusted sources (emails, web pages,
tickets), run injection scanning and remove instruction-
like tokens; if detection triggers, force manual review.
P5: Overreliance countermeasure gate. Ul requires
operator to confirm at least one independent check (e.g.,
comparing to SCADA indicators or a second tool run) for
high-impact actions.
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Fig. 2 Decision-support-first agentic Al architecture for
OT-adjacent energy systems, showing read-only
telemetry, RAG retrieval, tool sandboxing, audit logs,
guardrails, and human approval layers.
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6. EVALUATION METRICS
6.1 Safety and controllability metrics

Safety and controllability metrics evaluate the
agent’s adherence to operational limits, such as thermal
and voltage constraints, within simulation environments.
Key performance indicators include the frequency of
high-impact recommendations, such as load shedding
and the corresponding human approval rate, alongside a
"near-miss" count for recommendations that would have
violated constraints if executed. Furthermore, the

system must demonstrate high robustness, ensuring that
small perturbations in input do not lead to volatile or
unstable advisory outputs, thereby maintaining the
reliability required for energy-domain applications [14].

6.2 Human workload and calibration metrics

Human workload and calibration metrics focus on
the efficiency and accuracy of the human-agent
partnership, specifically measuring the "time-to-
decision" from an initial alarm to a finalized plan. By
tracking override rates and the quality of operator
justifications, organizations can assess how effectively
the agent’s logic aligns with expert intuition.
Additionally, monitoring proxies for omission and
commission errors—such as missed events or incorrectly
accepted recommendations—is essential for detecting
and mitigating the effects of automation bias in high-
stakes control room settings [20].

6.3 Traceability and auditability metrics

Traceability and auditability metrics ensure that
every agent-generated recommendation is transparent,
justifiable, and verifiable. This is quantified through
"evidence coverage"—the fraction of outputs
accompanied by a complete evidence bundle—and
reproducibility, which ensures that rerunning a workflow
yields consistent candidate sets when deterministic tools
are utilized. Rigorous log integrity is maintained by
ensuring the full chain of causality, from initial retrieved
sources and tool outputs to the final synthesized
recommendation, can be reconstructed for post-incident
analysis or regulatory audits.

6.4 Security evaluation

Security evaluation involves hardening the system
against both adversarial attacks and unintended
behaviors, with a primary focus on resilience against
direct and indirect prompt injection within retrieved
content [19]. Continuous assessment includes tool-call
sandboxing to simulate "excessive agency" scenarios,
verifying that the agent cannot exceed its authorized
boundaries even when processing malicious inputs.
Finally, consistent checks for sensitive information
disclosure, aligned with OWASP standards, are
performed to prevent the accidental leakage of
proprietary or critical infrastructure data in outgoing
communications [17].

7. LIMITATIONS AND FUTURE WORK

First, this study focuses on decision-support-first
deployments and does not claim that full autonomy is



appropriate for safety-critical energy operations; rather,
it argues that the near-term path to value is robust
advisory workflows with hard human gating. This reflects
both security concerns (prompt injection and excessive
agency) and human factors evidence about overreliance
on automation. Second, agent performance and safety
depend on the quality of tools, digital twins, and
documentation. In practice, many organizations will have
incomplete models and inconsistent procedures. Third,
this study does not assume specific datasets. Domain
adaptation and evaluation should be performed with
organization-specific models and logs, following risk
frameworks and governance guidance.

Future work should include: (i) formal methods for
approval predicates and constraint proofs, (ii)
standardized energy-agent benchmarks beyond
dispatch-focused leaderboards, and (iii) longitudinal field
studies on workload, skill retention, and error patterns
under sustained Al assistance.

8. CONCLUSION

Agentic Al has clear potential to improve situational
awareness and decision support in energy systems, but
naive autonomy introduces unacceptable risks in OT-
adjacent environments. This study proposes and
operationalizes a decision-support-first approach:
agentic workflows are valuable when they retrieve
evidence, run sandboxed simulations, and present
structured recommendations under human approval
predicates and phased deployment acceptance criteria.
Grounded in agentic Al patterns and aligned with risk and
security frameworks, the proposed architecture, risk
analysis, phased deployment framework, and evaluation
metrics provide a practical blueprint for deploying
agentic Al while preserving safe human oversight.
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