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ABSTRACT

Deep reinforcement learning (DRL) has demonstrated
its potential in multi-objective HVAC control, enabling
simultaneous optimization of energy consumption,
thermal comfort, and indoor air quality. However, DRL
policies often produce high-variance, unstable control
signals, limiting their deployment in real-world BMS.
Policy distillation offers a solution toward stable and
efficient controllers, while conventional imitation
learning suffers from distribution shift, leading to
performance degradation in closed-loop operation.
Moreover, HVAC control systems exhibit slow, history-
dependent dynamics, rendering the Markov assumption
insufficient and motivating the use of sequence
maodeling. This paper proposes a robust sequence-based
policy distillation framework with dataset aggregation
for deployable HVAC control. A stability-aware multi-
objective loss is introduced to enforce smooth and
reliable control actions, while dataset aggregation
mitigates distribution mismatch. The approach is
validated across diverse weather conditions and
occupancy scenarios in EnergyPlus simulation,
déemonstrating improved stability and consistent multi-
objective performance compared to standard distillation
baselines.
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NONMENCLATURE
Abbreviations
BMS building management systems
DRL Deep reinforcement learning

Doce Deterministic occupancy

E, Energy consumption

E, Energy savings

FF Feed forward neural network

GRU Gated Recurrent Unit

HVAC heati.n.g, . ventilation, and air
conditioning

IAQ Indoor air quality

IAQu IAQ violation improvement

LSTM Long Short-Term Memory

MPC Model predictive control

PPD Predicted percent of dissatisfied

PPDy PPD violation improvement

ppm parts per million

RNN Recurrent neural network

Socc Stochastic occupancy

T Total timestep count

1. INTRODUCTION

Buildings account for a substantial share of global
energy consumption, with HVAC systems representing
the dominant end-use [1]. Beyond energy efficiency,
modern building operation must simultaneously ensure
occupant thermal comfort and maintain acceptable IAQ,
leading to inherently = multi-objective  control
requirements [2, 3]. These conflicting objectives—
minimizing energy use while preserving comfort and
IAQ—pose a significant challenge for conventional rule-
based and model predictive control strategies [4].

In recent years, DRL has emerged as a promising
paradigm for HVAC control, owing to its ability to learn
complex control policies directly from interaction with
building environments [5]. Prior work has demonstrated
that DRL can effectively optimize multiple objectives,
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enabling coordinated trade-offs between energy
consumption, thermal comfort, and IAQ in simulation
environment [3, 6-8]. However, despite these advances,
several critical limitations hinder the practical
deployment of DRL-based controllers in real BMS.

First, DRL policies often exhibit high variance and
unstable action patterns, especially in continuous control
settings. Such instability manifests as oscillatory control
signals and abrupt actuation changes, which are
undesirable in real-world HVAC systems due to
equipment wear, inefficiency, and occupant discomfort
[9]. Second, navigating the mismatch between incorrect
DRL control actions and their practical implementation
may be challenging to stabilize in live environment,
complicating their integration into resource-constrained
BMS platforms [10]. These limitations contrast sharply
with the requirements of real-world deployment, where
control signals must be smooth, stable, and reliable over
long operational horizons. Consequently, a key gap
remains: existing DRL policies, while performant in
simulation, are often unsuitable for direct deployment
given their abruptly changing control actions.

To address this gap, knowledge distillation,
sometimes termed as policy distillation or transfer
learning, has been proposed as a means to compress
complex DRL policies into lightweight models that are
more amenable to deployment [11]. However, most
existing approaches rely on offline imitation learning,
where a student model is trained on data generated by a
teacher policy [12-14]. This paradigm suffers from
distribution shift: the student encounters states during
closed-loop execution that are not well represented in
the training dataset, leading to compounding errors and
degraded performance. As a result, naive offline
distillation may fail to produce reliable controllers for
HVAC systems [15].

Moreover, HVAC dynamics are inherently slow and
history-dependent, governed by thermal inertia,
occupancy patterns, and ventilation processes.
Therefore, distilling a control policy into another DRL-
based model to follow the standard Markov
assumption—where the current state fully captures the
system dynamics—is often insufficient in this context
[16]. Sequence modeling approaches, such as recurrent
or temporal architectures, offer a principled way to
capture these long-term dependencies [17, 18]. Despite
this, sequence-based policy distillation for HVAC control
remains underexplored, representing another critical
research gap.

Finally, existing HVAC control studies that leverage
knowledge distillation evaluate performance under a

single weather profile and fixed occupancy schedule [13,
19]. Such limited evaluation settings fail to capture the
variability encountered in real-world deployment, where
controllers must generalize across diverse climates and
stochastic occupant behaviors. Robustness to such
variations is essential, yet only a limited number of works
systematically investigate cross-climate and cross-
occupancy generalization [20-22].

To address these challenges, this paper proposes a
robust sequence policy distillation framework with
dataset aggregation for deployable multi-objective HVAC
control. The main contributions are as follows:

1. We propose a sequence-based offline policy
distillation framework that captures temporal
dependencies in HVAC dynamics for multi-
objective control.

2. We introduce a stability-aware multi-objective
distillation loss that explicitly promotes smooth
and deployable control actions.

3. We develop a dataset aggregation strategy to
mitigate distribution shift in offline imitation
learning and improve closed-loop robustness.

4, We demonstrate that the proposed approach
achieves improved control stability while
maintaining competitive energy—comfort—IAQ
performance across multiple weather conditions
and occupancy scenarios.

2. RELATED WORK
2.1 Reinforcement learning of HVAC control

Reinforcement learning (RL) has been widely
explored for HVAC control due to its capability to learn
control policies directly from interaction with building
simulators and real environments. Early studies focused
on tabular and shallow RL methods, while recent work
leverages deep reinforcement learning (DRL), including
value-based and actor—critic algorithms, to handle high-
dimensional and continuous control spaces [5, 23]. DRL-
based controllers have demonstrated superior energy
savings compared to rule-based and MPC [6, 7],
particularly in complex multi-zone settings [24, 25].
However, these approaches often exhibit high variance
and unstable control signals, limiting their practical
deployment in real building management systems.

2.2 Multi-objective HVAC control

HVAC control inherently involves multiple conflicting
objectives, including energy efficiency, thermal comfort,
and indoor air quality. Multi-objective RL formulations
have been proposed to address these trade-offs using



weighted reward functions, Pareto optimization, or
constrained RL [26]. While these methods can achieve
balanced performance across objectives, they typically
rely on carefully tuned reward structures and may
produce non-smooth control actions. Moreover, the
stability of learned policies is rarely considered explicitly,
despite its importance for real-world operation.

2.3 Imitation learning

Imitation learning and policy distillation aim to
transfer knowledge from a high-capacity teacher model
to a lightweight student model for efficient deployment.
In HVAC control, distillation has been used to
approximate DRL policies with simpler neural networks
or regression models [27]. Behavior cloning is one of the
common approaches, where the student is trained on
state—action pairs generated by the teacher. However,
such methods suffer from distribution shift: during
closed-loop execution, the student encounters unseen
states, leading to compounding errors and degraded
performance [14, 15]. Dataset aggregation techniques
have been proposed in other domains to mitigate this
issue, but remain underexplored in HVAC applications
[28, 29].

2.4 "Sequence models in HVAC control

Sequence models, including RNNs, LSTM, and GRU,
have been applied in control tasks to capture temporal
dependencies and partially observable dynamics. In
HVAC systems, sequence models have primarily been
used for load prediction and state estimation, with
limited work on direct learning of control policies [30-
32]. Their ability to model long-term thermal dynamics
makes them suitable for HVAC control; however, their
integration with policy distillation and deployment-
oriented objectives has not been systematically studied.

3. MATERIAL AND METHODS
3.1 Problem formulation

We consider a teacher—student distillation setting
for HVAC control. A high-performance DRL teacher policy
m; generates a dataset of state—action-reward:
{5, ar, o)}

To account for temporal dependencies, the student
policy mg operates on 2-hour-long state sequences, in
which the window captures recent system dynamics (at
15-min resolution). The objective is to learn a student
policy that approximates the teacher: g = w;.

3.2, Sequence student policies

We investigate three student architectures: LSTM,
GRU, and an FF baseline. Sequence models (LSTM, GRU)
capture long-term thermal dynamics, including building
inertia, delayed HVAC responses, and occupancy-driven
variations [32]. In contrast, the FF model relies solely on
instantaneous states, serving as a baseline without
temporal context.

3.3 Stability-aware distillation loss

The student is trained using a composite objective
including the imitation, smoothness, and reward-aware
imitation terms:

L= AlLl + A’ZLZ + A3L3 (1)
Ly = llas — a|l? (2)
Ly = llas — a;_4|? (3)

Ly = [1+ a(tpax — )] X Ly (4)

The variables a; and a; denote the teacher and
student actions. The first term of L enforces imitation,
the second penalizes rapid changes in action to ensure
smoothness, and the third encodes multi-objective
performance (energy, comfort, IAQ). Importantly, this
formulation allows the student to improve upon the
teacher by trading slight imitation error for enhanced
stability and better multi-objective outcomes. 1;,1,,1;
are the three terms’ respective weights.

3.4 Training algorithm

The training pipeline consists of four stages: (1)
teacher trajectory collection using a DRL controller; (2)
offline supervised training of the student on collected
data; (3) batch learning with shuffled sequence samples;
and (4) iterative distillation with dataset aggregation. To
mitigate the distribution shift, we adopt a dataset
aggregation strategy following [29]. After initial training,
the student policy is deployed in a closed-loop co-
simulation with EnergyPlus to collect new trajectories.
These trajectories are relabeled using the teacher policy
and aggregated into the training dataset. This iterative
process exposes the student to off-distribution states
encountered during closed-loop execution, therefore
progressively refining the student policy to improve
robustness. During student validation, a version of the
student is saved whenever the loss decreases. To qualify
as the best student among all three, the student had to
prove extra average energy savings, and either average
PPDv,, or average IAQy, respectively by 10%, and 5% at
least, to avoid unnecessary dataset aggregation with
little added value in performance. The training loop stops
whenever none of the students improve up to the
thresholds. The whole algorithm is shown in Figure 1.
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Table 1 presents the GRU as the best student upon

performance assessment of all three trained students.
Table 1 Benchmarks of the student models

Accuracy
GRU | 99.8
LSTM | 99.1
FF 98.9

3.5 Teacher policy

The teacher policy is obtained from a DDPG-based
DRL controller trained on Seoul weather, validated on
Vancouver weather, and tested on Florida weather. It
was co-simulated in EnergyPlus using the same
deterministic occupant behavior used to train and test
the'three students. Compared to a standard-aligned rule-
based controller, the teacher policy showed 36% energy
savings, with 10.33% PPD, and 798.12 CO; levels on
average.

3.6 Experimental setup and metrics

Experiments are conducted in a simulated small
office  multi-zone building with varying weather
conditions and occupancy schedules. The teacher policy
is the pre-trained DRL controller, while student models
are trained offline using identical datasets aggregation
and hyper parameter settings for fair comparison. After
the aggregation process, the best student is tested on
three weather profiles (hot, temperate, and cold),
respectively in Phoenix, San Francisco, and Edmonton, to
ensure cross-climate robustness without overlaid
climate types. Finally, the same test across these regions
is conducted using stochastic occupancy during office
hours. To this end, the stochastic occupancy rate was
selected randomly from 0 to 100% and fed into the
EnergyPlus occupant schedule.

Performance is evaluated using three metrics: (i)
sensible energy consumption of the air system, (ii)
thermal comfort violations quantified by PPD, and (iii)
indoor air quality (IAQ) violations, measured in ppm.
These metrics assess both energy efficiency and
occupant-centric performance [33].

4. RESULTS

4.1 Distillation accuracy

The distillation accuracy was measured by tracking
the training and validation loss on each aggregation
training. The final version of the best student, GRU,
achieved around 0.2% loss as plotted in Figure 2.

4.2 Energy savings, IAQ, and PPD performance



Table 2 shows the performance of the best student
in terms of energy savings, and IAQ and PPD violations.
These values are collected from closed-loop test of the
best student policy.

Energy savings expression is formulated as:

Es _ (Estudent - Etest) % 100 (5)
Estudent
Table 2 Energy savings, IAQ, PPD performance

Eg [%] 1AQ, [%]  PPD, [%]
DOCC SOCC DOCC SOCC DOCC SOCC
Phoenix 5.3 115 1.3 6.2 46.3 36.9
San 135 194 2.6 9.8 445 3138
Francisco
Edmonton 30.2 329 6.5 10.5 72.1 60.1

Considering a 1000 ppm threshold, which is adopted
in'several studies [34], the IAQ violations are calculated
as:

Count 6
14Q, = ( CTOZ>1000)><100 (6)

The PPD violations are measured relative to the
standard 10% threshold adopted in thermal comfort
literature [35].

Count 7
PPD, = ( 71jPD>1o) % 100 (7)

5.7 DISCUSSION

After three dataset aggregation iterations, the GRU-
based student demonstrated the greatest performance
improvement over two consecutive rounds, after which
the predefined improvement threshold was no longer
metyand further aggregation was not triggered. The final
selected student policy exhibited consistent robustness
across hot and temperate climate profiles, but struggles
to,maintain thermal comfort in the extreme cold region
of Edmonton, both under deterministic and stochastic
occupancy conditions, indicating strong generalization
potential on one hand and limited comfort guarantee on
the other.

The effectiveness of sequence-based policy in GRU
stems from its ability to compress long-term thermal
dynamics integrating historical context to avoid myopic,
reactive control decisions. This led to better action
trajectories compared to LSTM and FF models.

The smoothness term in the loss function plays a
critical role by penalizing rapid changes, reducing high-
frequency action fluctuations to encourage the student
to produce stable control signals, which are essential for
real-world deployment in BMS to reduce mechanical
stress, limit actuator wear, and improve overall system
reliability eventually.

Dataset aggregation further stabilizes learning by
mitigating distribution shift. Iteratively exposing the
student to its own induced state distribution reduces
compounding errors in closed-loop control. This
alignment  between training and deployment
distributions has implicitly played in favor of robustness
readiness in our simulation, as the student has learnt
either to stick with the teacher policy or deviate when
the settings call for it. This data diversity enables the
student policy to learn invariant control strategies,
making it potentially suitable for practical deployment
across heterogeneous building environments.

Notwithstanding, we recognize that all our results
are simulation-based, that the teacher used for policy
distillation was not free of IAQ, and PPD,, and that
occupant behavior modelling kept rule-based metabolic
rate and clothing insulation in both D,.. and S, tests.
Future research should explore field experiment of the
student model, eventually with violation-free or more
tuned teacher policy with real occupancy scenarios.

6. CONCLUSIONS

This paper proposed a robust sequence-based policy
distillation framework with dataset aggregation for
deployable multi-objective HVAC control. By integrating
sequence modeling, a stability-aware loss, and iterative
data aggregation, the approach addresses key limitations
of DRL, namely unstable control actions and distribution
shift in offline imitation. The resulting student policy
achieves smoother and more reliable control while
maintaining strong energy—comfort—IAQ performance,
saving 5-30% air system sensible energy, and maintaining
IAQ, between 1-10% and PPD, between 31-46% in hot
and temperate regions. Experimental results across
diverse climates and occupancy conditions demonstrate
improved robustness and generalization, mostly in hot
and temperate regions, with comfort degradation in
extreme cold region. These findings highlight the
potential of stability-aware sequence distillation as a
practical pathway toward real-world deployment in
BMS. We acknowledge that a more tuned teacher, full
stochastic occupant patterns, and field experiments are
needed to better evaluate real-world performance of
such sequence-based models, and that is left for the
future.
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