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ABSTRACT 

Occupant-centric control (OCC) can reduce heating, 
ventilation and air-conditioning (HVAC) and lighting 
waste, but vision-based occupancy sensing is still often 
assessed as a computer-vision task rather than as 
building energy infrastructure. This paper reviews recent 
camera-, thermal- and edge-AI occupancy detection 
studies and uses a compact meeting-room benchmark to 
examine trade-offs that constrain scalable deployment. 
Prior work shows strong potential for estimating 
presence, counts, localisation and activity, yet evidence 
remains fragmented across bespoke rooms, camera 
views, privacy assumptions, short tests and accuracy 
metrics weakly linked to control decisions. To ground the 
review, real-time object detectors were deployed on 
Raspberry Pi edge devices, using person detections as 
occupancy counts. Externally metered power, sustained 
throughput, compute use and count error were assessed 
together. The case study is illustrative rather than 
exhaustive, showing that device power was broadly 
similar across models while processing speed and energy 
per processed frame varied substantially. YOLO-family 
models generally gave the most reliable counts, while 
lighter detectors improved computational efficiency but 
required post-processing or higher undercounting risk. 
The review argues that occupancy-vision research should 
move beyond model ranking toward decision-oriented 
benchmarks covering occlusion, domain shift, privacy, 
thermal resilience, duty cycling and net energy benefit. 
Vision sensing can support intelligent buildings, but only 
when its energy and governance costs are explicitly 
considered. 
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1. INTRODUCTION 

Buildings remain central to decarbonisation because 
heating, cooling, ventilation and lighting depend strongly 

on when, where and how spaces are used [1,2]. Non-
domestic buildings are especially challenging because 
meeting rooms, classrooms and shared offices are 
intermittently occupied, yet services are still often 
scheduled or commissioned around conservative 
assumptions [3,4]. Occupant-centric control (OCC) 
addresses this mismatch by adapting HVAC, lighting and 
ventilation to measured or inferred occupancy [5,6]. 

Occupancy information is not a single variable. 
Building controls may require binary presence, counts, 
spatial distribution, activity, window operation, clothing 
or metabolic cues, depending on whether the aim is 
lighting control, outdoor-air modulation, thermal 
comfort, safety or space-use analytics. Reviews show 
that sensing modalities differ in information granularity 
and privacy exposure, with cameras offering richer 
room-level information but greater social and 
governance challenges than PIR, CO₂, Wi-Fi or plug-load 
proxies [7-9]. 

The vision-based literature has expanded from 
foreground and head-counting methods to deep object 
detection, multi-camera tracking, thermal imaging and 
edge-deployed transfer learning. Recent studies show 
that RGB cameras can support occupancy counting, 
equipment-use recognition, activity detection, CCTV-
based localisation and demand-controlled ventilation 
[10-20]. However, this progress does not yet amount to 
a mature deployment science. Many studies remain 
room-specific, use limited viewpoints, report aggregate 
accuracy without uncertainty, or validate under 
controlled conditions than real operation with seated 
occupants, occlusions and changing daylight. 

A critical assessment reveals a gap between 
algorithmic capability and building-system value. For 
control, a missed seated occupant, a delay after people 
leave, or a systematic undercount in a larger room can 
have very different consequences, even if they 
contribute similarly to mean error. Likewise, a method 
that performs well on a GPU workstation may be 
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unsuitable for low-cost edge nodes across a campus. 
Evaluation is therefore multi-dimensional, requiring 
sensing fidelity must be judged alongside latency, 
privacy, maintainability, thermal resilience and energy 
overhead [12-18,21-25]. 

Edge processing is often presented as privacy-by-
design because video can remain on the device and only 
metadata need be transmitted. This is valuable, but it 
does not remove the need for consent, careful camera 
placement, data minimisation, cyber-security and 
transparent failure handling. It also creates an Energy-
for-AI question, as always-on vision inference consumes 
electricity and compute resources, with costs that 
become considerable when scaled across many rooms. 

This study therefore reframes meeting-room 
occupancy sensing as both an AI-for-Energy enabler and 
an Energy-for-AI load. Rather than presenting the 
experiment as a standalone case study, it is used as a 
review-informed probe of how detector choice, 
embedded hardware and control requirements interact. 
The benchmark is deliberately grounded in realistic 
conditions, using low-cost Raspberry Pi 5 nodes, passive 
cooling, headless operation, and off-the-shelf edge-
ready models. 

The paper addresses three practical questions for 
intelligent buildings, examining what the recent 
occupancy-vision literature can and cannot yet support, 
how candidate detectors differ in useful occupancy 
information per watt under sustained edge operation, 
and what evaluation criteria are needed before vision-
based sensing can be considered scalable building 
infrastructure. 

2. REVIEW FRAMING AND ILLUSTRATIVE BENCHMARK 

2.1  Review scope and critical evaluation criteria 

The review focuses on vision-based occupancy 
detection for building energy and control applications, 
including RGB object detection, head detection, tracking, 
multi-camera fusion, thermal/privacy-preserving 
approaches and edge deployment. Studies were 
assessed using six criteria: type of occupancy 
information, real-world relevance, privacy risk, reliability 
over time, edge-computing demand, and evidence of 
value for building control. To avoid a purely narrative 
review, these criteria are anchored to an illustrative case 
study in a university meeting room (Figure 1). 

 
Fig. 1 Experimental setup 

The edge benchmark was undertaken in a real meeting 
room in the Sustainable Research Building at the 
University of Nottingham. The test environment included 
seated occupants and partial occlusions. A Raspberry Pi 
5 with Camera Module 3 Wide was operated under 
passive cooling to reflect low-cost building installations. 
Figure 2 summarises the edge-inference, measurement 
and aggregation workflow. 

 
Fig. 2 Edge-inference benchmarking workflow used in this 

study 

2.2  Illustrative edge benchmark and metrics 
Twelve detectors were evaluated as representative 

edge candidates rather than as an exhaustive model 
search, covering YOLO variants, EfficientDet-Lite0, 
NanoDet-Plus and an SSD-based detector. All models 
used MS COCO pretrained weights, with occupancy 
inferred from person detections. The deployment 
followed readily reproducible edge configurations using 
established edge runtimes, including NCNN, TensorFlow 
Lite and an official SSD setup [28,29]. 

The benchmark combined metrics that are often 
treated separately in the literature, including count 
accuracy against ground truth, sustained throughput, 
CPU and memory use, externally metered power, and 
energy-efficiency indicators. Sustained runs were used 
instead of short burst-style tests because passively 
cooled embedded devices can experience thermal and 
frequency drift that changes real deployment 
performance [26,27]. 

3. CRITICAL REVIEW AND DEPLOYMENT SYNTHESIS 

3.1  Vision algorithms and edge throughput 



3 

Vision-based occupancy studies now include general 
object detectors, head detectors, multi-camera systems, 
CCTV segmentation, thermal-camera counting, and 
models designed for occupancy or activity recognition 
[10-25,38-40]. The benefit is clear because cameras can 
estimate how many people are present, where they are, 
and what they are doing using one device. The main 
limitation is also clear because accuracy depends on 
camera view, sitting posture, furniture blocking the view, 
lighting, room layout, and whether the model was 
trained on similar spaces [12-18]. This means results 
from a single-room study may not transfer well to other 
rooms. 

In the illustrative benchmark, model choice affected 
sustained throughput far more than absolute power. 
Mean FPS ranged from 0.47 for YOLO12m to 10.84 for 
SSD. SSD, NanoDet and YOLO11n formed the high-
throughput group, while medium YOLO variants were 
substantially slower. CPU utilisation separated 
lightweight SSD/EfficientDet-style pipelines from most 
YOLO variants, and memory use remained low; the 
practical bottleneck was compute and thermal 
headroom rather than RAM. 

 

 
Fig. 3 (a) Average CPU (bar chart: mean +/- 1 SD) and (b) 

distribution of sustained FPS across models. 

This result reinforces a broader methodological 
critique. Many occupancy-vision papers report model 
accuracy but omit sustained temporal performance, 
device temperature or CPU headroom. For building 
integration, these missing metrics matter because the 
sensing node must also support communications, 
logging, updates and watchdog processes. A detector 
that is only just runnable can become fragile 
infrastructure, even if its first-minute FPS or image-level 
precision appears attractive [26,27]. 

3.2  Counting fidelity, occlusion and control relevance 

Counting accuracy should be judged against the 
building-system decision it supports. In the literature, 
high mAP or precision can hide errors that matter for 
control, since missing a seated person may reduce 
outdoor-air supply, overcounting may waste heating, 
cooling or ventilation, and delayed vacancy detection 
may prevent setback. Large rooms create further 
challenges because occupants may appear small, overlap 
or be partly hidden, which supports the use of head 
detection, motion fusion and multi-camera methods [14-
18]. 

The benchmark showed a similar issue. YOLO11 
variants had the lowest count errors, with YOLO8s close 
behind. EfficientDet-Lite0 showed moderate error, 
NanoDet tended to undercount, and the raw SSD 
pipeline overcounted without counting-specific post-
processing. These results should not be treated as a 
universal ranking, but as evidence that fast object 
detection alone does not guarantee reliable occupancy 
tracking. 

A stronger research practice would report when 
errors occur, not only how large they are. Transition 
periods, seated occlusions and crowded views have 
different control effects from steady-state bias. For slow 
thermal systems, a short delay may be acceptable, while 
for demand-controlled ventilation, safety monitoring or 
high-density teaching spaces, it may be problematic. 
Occupancy-vision evaluation should therefore include 
temporal lag, uncertainty, failure cases and downstream 
control sensitivity [12,13,19,21]. 

3.3  Energy efficiency and deployment trade-offs 

Average power draw (Figure 4) varied only 
moderately, from 4.45 W for SSD to 6.55 W for YOLO11n. 
This narrow spread indicates a strong platform baseline 
from the Raspberry Pi, camera and operating system. 
Average wattage alone therefore understates 
deployment differences. When normalised by useful 
work, energy per processed frame ranged from 0.41 
J/frame for SSD to more than 11 J/frame for YOLO12m, 
and FPS/W produced a different ranking from count 
accuracy. 

 
Fig. 4 Average power demand by model during sustained 

inference. 

a 

b 
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The main implication is that smaller, faster or newer 
models are not automatically more energy efficient. 
Some lightweight models keep the CPU in a higher 
performance state, while slower medium-sized models 
use much more energy per inference. For scalable 
building sensing, the key metric is not only watts per 
device, but the energy needed to produce reliable, timely 
and control-relevant occupancy information. This 
supports reporting accuracy and energy together, rather 
than treating AI sensing as a negligible add-on. 

3.4  Critical evaluation of the occupancy-vision 
literature 

Across the reviewed studies, four weaknesses recur. 
First, datasets are often bespoke and small, making 
cross-building generalisation difficult to judge. Second, 
camera placement and annotation protocols are rarely 
standardised, so reported accuracy may reflect 
favourable geometry as much as algorithm quality. Third, 
privacy is often addressed by noting that edge processing 
is possible, with less attention to acceptability, 
governance, cybersecurity and long-term trust. Fourth, 
few papers quantify the electrical and maintenance 
overhead of the sensing layer, even when the aim is 
energy saving [7-9,12-20,37]. 

A related problem is that occupancy-vision 
benchmarks are rarely control-aware. Standard 
computer-vision metrics reward frame-level detection 
quality, but building systems need stable, interpretable 
time series matched to the control loop. Robust studies 
should therefore report camera height and angle, field of 
view, sampling rate, occlusion categories, annotation 
uncertainty, model confidence, failure examples and 
calibration effort. Without these details, it is difficult to 
know whether an accuracy gain comes from a better 
algorithm, a favourable room, or a narrower operating 
envelope [12,14,18,21,39]. 

Future research should combine shared occupancy 
benchmarks, open reporting of failure cases, privacy-
preserving camera methods, hybrid sensing, and 
validation at the control-system level. Camera analytics 
do not need to run as one always-on system. Low-power 
triggers, CO₂ or PIR pre-screening, low-resolution 
thermal arrays, anonymised silhouettes, and duty-cycled 
inference can reduce digital overhead while maintaining 
reliable count information when it is useful for decision-
making [20-25,37]. 

Privacy and acceptability should also be treated as 
performance dimensions. Edge inference, face blurring 
and non-storage of video are helpful, but occupants may 
still object to cameras if the purpose, data pathway or 
failure response is unclear. Deployments should specify 

whether images are retained, what metadata leaves the 
device, how updates are audited, how false counts are 
handled, and whether lower-identifiability approaches 
could provide adequate information [12,22,37]. 

3.5  Scaling from one room to building portfolios 
Electricity use per device may seem modest, but it 

becomes important when scaled across many rooms. 
Even a few watts of continuous operation can become 
tens of kWh per device each year. Across a 100-room 
deployment, the sensing layer can reach several MWh 
annually before networking, storage, device 
replacement, or model-maintenance costs are included. 
The design question therefore shifts from “Can the 
model run?” to “What control benefit does each watt of 
sensing provide?” 

This broader view changes what counts as 
robustness. The preferred detector is not simply the one 
with the best average MAE or highest peak FPS, but the 
one that maintains reliable occupancy estimates under 
passive cooling, leaves enough compute capacity for 
communication and diagnostics, and can be managed 
across many nodes. SSD and NanoDet show the limits of 
optimising for a single metric. SSD is efficient but 
overcounts without tailored post-processing, while 
NanoDet is efficient but more likely to undercount. 
YOLO11n and YOLO12n offer a stronger balance for CPU-
only deployment. 

3.6  Control integration, limitations and next-stage 
research 

Model selection should depend on the use case. For 
room-level HVAC or ventilation control, updates every 
few seconds may be enough, making YOLO11n and 
YOLO12n a practical balance between counting accuracy 
and deployment cost. When compute capacity is limited, 
EfficientDet-Lite0 may be useful if moderate under-
detection can be handled by the control logic. SSD is 
promising for high-frequency monitoring, but only with 
counting-specific post-processing. Medium YOLO 
variants are harder to justify for continuous CPU-only 
operation on passively cooled Raspberry Pi nodes. 

The study has limitations that match its illustrative 
purpose. It used one room, one camera setup, pretrained 
models, and a limited ground-truth period, so the 
findings should guide evaluation rather than define a 
universal model ranking. Future work should compare 
accuracy across different rooms, record CPU frequency 
and temperature, test quantised and compiler-optimised 
pipelines, compare RGB with thermal, depth and 
anonymised methods, and link the results to HVAC 
experiments that show when occupancy-driven savings 
exceed AI inference electricity [30-40]. 
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A longer-term goal is to build shared, control-aware 
testbeds that connect sensing, inference and building 
response. These should include empty-room periods, 
transitions, seated occupants, crowded scenes, lighting 
changes, domain-shift rooms and privacy-constrained 
sensing methods. They should also report not only 
annual energy savings, but how sensitive those savings 
are to sensor error. A control strategy that can tolerate 
occasional false negatives may justify a cheaper or lower-
power sensor than one that requires exact counts. This 
would make occupancy vision easier to compare with 
CO₂, Wi-Fi, PIR, radar and thermal alternatives. 

4. CONCLUSIONS 

This paper reframed vision-based occupancy sensing 
as both an AI-for-Energy opportunity and an Energy-for-
AI responsibility. The review shows that camera-based 
methods can provide richer information than 
conventional binary sensors, including count, location 
and activity, but the field still relies heavily on bespoke 
experiments, inconsistent metrics and limited evidence 
on privacy, transferability, sustained edge performance 
and net energy benefit. The illustrative Raspberry Pi 5 
benchmark supports this critique. Average power varied 
only modestly across models, while sustained 
throughput and energy per processed frame varied by 
more than an order of magnitude. YOLO variants 
delivered the strongest count fidelity, SSD the best raw 
efficiency, and YOLO11n/YOLO12n the most balanced 
compromise for CPU-only meeting-room deployment. 
The central conclusion is not that one detector is 
universally superior, but that occupancy-vision research 
must be evaluated as building infrastructure. Future 
studies should report decision-oriented accuracy, 
temporal lag, failure modes, edge energy, thermal 
resilience and governance assumptions alongside 
conventional computer-vision scores. Vision sensing can 
enable intelligent energy systems, but only where its 
sensing value exceeds its operational, privacy and 
maintenance costs. 
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