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ABSTRACT

Industrial energy supply systems are key enablers for
energy-efficient and cost-effective production, yet their
operation is characterized by complex dynamics,
competing objectives, and increasing uncertainty. While
deep reinforcement learning (DRL) has demonstrated
significant potential for optimizing control strategies in
such systems, its practical adoption remains limited due
to the lack of interpretability and transparency of
learned policies.

This paper presents an explainability-driven analysis
of a DRL-based operational strategy applied to a real-
world industrial central cooling system in the metal
processing industry. A combination of qualitative
behavioral analysis and SHapley Additive exPlanations
(SHAP) is used to interpret the learned control policy and
to reveal the decision logic underlying the agent’s
actions. The DRL-based strategy achieves energy cost
reductions of 29 % during training and 15.7 % on an
unseen validation year compared to conventional rule-
based control.

The explainability analysis shows that the agent
autonomously prioritizes free cooling whenever
favorable thermal conditions are present and activates
mechanical chilling only when internal temperature
gradients indicate insufficient heat rejection capability.
Furthermore, the results reveal that internal
thermodynamic states dominate the agent’s decision-
making, while external signals such as electricity price
and weather conditions have only minor influence in the
investigated system.

By demonstrating how DRL-based control strategies
can be interpreted and validated using XAl methods, this
work contributes to improving transparency, trust, and
acceptance of learning-based control in industrial energy
supply systems.

Keywords: explainable artificial intelligence,
interpretable machine learning, SHAP, industrial energy
supply systems, control strategy optimization, deep
reinforcement learning

NOMENCLATURE
Abbreviations

DRL Deep reinforcement learning
RL Reinforcement learning
XAl Explainable artificial intelligence
IESS Industrial energy supply system
0s Operational strategy
SHAP SHapley Additive exPlanations
PPO Proximal policy optimization
FMU Functional mock-up unit
CcC Compression chiller
CT Cooling tower
HE Heat exchanger
WT Water tank
P Pump
cooLl Process cooling circuit
CooL2 Chilled-water circuit
cooL3 Recooling circuit

1. INTRODUCTION

In industrial environments, energy carriers such as
heating and cooling water, electricity, gas, and
compressed air form the basis for factory operation,
enabling both the operation of production equipment
and the thermal conditioning of buildings [1,2]. While
certain carriers, including electricity and gas, can be
obtained directly from upstream energy networks,
others must be generated and supplied by the factory’s
own industrial energy supply systems (IESS). This
requires an operational strategy (OS) that is dependable,
economically efficient, and environmentally
sustainable [3,4]. In light of increasingly volatile energy
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markets, rising system complexity, and conflicting
operational objectives, optimized OS offer substantial
potential for reducing both energy consumption and
costs [1].

In this context, Deep Reinforcement Learning (DRL)
represents a promising alternative to conventional, rule-
based operational strategies. Previous studies have
demonstrated that DRL approaches applied to
simulation-based IESS can lead to significant reductions
in energy use and greenhouse gas emissions [1,5,6].

Despite these encouraging results, real-world
deployments in which DRL-based OS are applied directly
to physical systems remain rare. This is primarily
attributed to the limited interpretability of DRL models,
which arises from the use of deep neural networks and
results in insufficient trust and acceptance for high-
stakes decision-making in critical domains such as supply
engineering. To address this challenge, the research field
of Explainable Artificial Intelligence (XAl) focuses on
methods that enhance the transparency and
interpretability of black-box models, including DRL [7].
Improved interpretability is widely regarded as a key
factor for increasing trust and transparency in Al-driven
systems.

Against this background, this paper applies SHapley
Additive exPlanations (SHAP) [8], a game theoretic XAl
approach, to interpret the DRL based OS of a real-world
industrial cooling system in the metal processing
industry. The objective is to uncover the underlying
decision logic and facilitate a deeper understanding of
the learned operational strategy. Following this
introduction, section 2 presents the fundamentals of IESS
and conventional OS, Reinforcement Learning (RL), XAl,
and SHAP. Section 3 describes the proposed
methodology and its implementation. The industrial use
case is presented in section 4, followed by the results in
section 5 and a discussion in section 6. Finally, section 7
concludes the paper and provides an outlook on future
work.

2. FUNDAMENTALS
2.1 Industrial energy supply systems

IESS comprise all facilities required for the
conversion of final and environmental energy, as well as
for the storage and distribution of useful energy
necessary for operating production processes and
factory buildings [9].

Across different industrial sectors, IESS represent a
substantial share of overall final energy demand. While
production processes typically rely on highly specialized

machinery, IESS are largely based on cross-sectional
technologies, such as heat pumps, refrigeration systems,
heat exchangers, cooling towers, combined heat and
power plants, air compressors, and ventilation systems.
Due to their broad applicability, these technologies
provide significant potential for optimization measures
at the operational strategy level across a wide range of
industrial facilities [1].

2.2 Conventional control strategies for IESS

Owing to their simplicity and low implementation
costs, conventional rule-based control approaches, most
notably two-point controllers and PID controllers, are
widely used for the regulation and automation of IESS
[10].

Two-point controllers, also referred to as on—off
controllers, represent the most basic type of feedback
control. Their operation is based on switching the
controlled component fully on or off depending on the
deviation of the process variable from a predefined set
point. Whenever the process variable exceeds or falls
below this threshold, the controller changes the system
state accordingly, enabling basic regulation without
continuous control action.

In complex IESS, however, the derivation of optimal
operational strategies based on PID or two-point
controllers becomes increasingly challenging. This is due
to factors such as the interaction of multiple energy
carriers, complex system-environment dynamics,
stochastic disturbances, integrated energy storage
systems, and the simultaneous consideration of cost
efficiency, environmental objectives, and supply
security [1]. Moreover, translating such strategies into
explicit, programmable control rules is often difficult. As
a result, the performance of conventional control
approaches is limited in many real-world applications
[10,11], motivating the exploration of more advanced
optimization methods such as Reinforcement Learning
(RL).

2.3 Reinforcement learning

RL is a machine learning paradigm that aims to learn
a mapping from system states S; to actions A; in order to
maximize a cumulative scalar reward signal R; over time.
This is achieved using an iterative trial-and-error
approach. Learning is achieved through an iterative trial-
and-error process. Within the RL framework, the
decision-making entity is referred to as the agent, while
the system with which it interacts is described as the
environment (compare Fig. 1) [12].



Deep Reinforcement Learning (DRL) extends classical
RL by employing deep neural networks (DNNs) to
approximate the state value function, the policy, or the
system model [1].

For a more comprehensive introduction to RL and
DNNs, the readeris referred to [12] and [13] respectively.

2.4 XAl

According to the Defense Advanced Research
Projects Agency (DARPA), the objective of Explainable
Artificial Intelligence (XAl) is to “produce more
explainable models, while maintaining a high level of
learning performance (prediction accuracy); and enable
human users to understand, appropriately trust, and
effectively manage the emerging generation of
artificially intelligent partners” [14]. By enabling
machine-learning systems to explain their decision
rationale and to highlight their strengths and limitations,
XAl supports human users in forming an informed
understanding of a model’s future behavior. To achieve
this, DARPA promotes the development of modified or
novel machine-learning approaches that combine high
predictive accuracy with improved interpretability [14].

One of the central challenges in this context is the
trade-off between interpretability and accuracy that
characterizes many contemporary machine-learning
models [15]. Simple models, such as linear regression or
decision trees, are typically highly interpretable due to
their transparent decision-making processes and are
therefore referred to as white-box models [16].
However, their predictive performance is often limited
when compared to more complex approaches. In
contrast, black-box models, including deep neural
networks, generally achieve higher accuracy but offer
little to no interpretability at all.

Following the classification proposed by Adadi et
al. [7] XAl methods can be distinguished along three
dimensions: the complexity of the model to be
explained, the scope of interpretability, and the
dependency of the explanation method on the
underlying machine-learning model.

With respect to model complexity, a distinction is
made between intrinsically interpretable models and
post-hoc explanation approaches. Intrinsically
interpretable models rely on simple structures and
algorithms and are therefore directly transparent,
whereas post-hoc methods aim to explain complex
black-box models after training and decision-making. The
majority of recent XAl research focuses on such post-hoc
techniques.

Regarding the scope of interpretability, XAl methods
can either provide global explanations describing the
overall behavior of a model or local explanations that
focus on individual predictions.

Furthermore, explanation techniques can be
categorized as model-specific or model-agnostic,
depending on whether they are restricted to particular
model classes or applicable across different machine-
learning approaches.

2.5 SHAP

SHapley Additive exPlanations (SHAP) [8] is an
additive feature attribution method that provides a
unified framework for interpreting predictions of any
machine learning model. It unifies several existing
explanation approaches - such as LIME and DeepLIFT -
within a common theoretical foundation. SHAP assigns
an importance value to each input feature for a given
prediction by locally approximating the model output
using a linear explanation model. These importance
values correspond to Shapley values from cooperative
game theory, where input features are interpreted as
players within a coalition and the model prediction
represents the payout to be distributed fairly among
them [17]. Formally, SHAP defines these attributions as
the Shapley values of a conditional expectation function
of the original model.

As a model-agnostic, post-hoc explanation method,
SHAP can be applied to any trained machine-learning
model, independent of its internal structure. It supports
both local explanations for individual predictions and
global explanations derived from aggregated feature
attributions. These properties make SHAP particularly
suitable for interpreting complex black-box models, such
as deep reinforcement learning agents, and for analyzing
the learned decision-making behavior underlying data-
driven OS.

3. METHOD AND IMPLEMENTATION
3.1 Explanation pipeline

In the presented work the explanation pipeline
consists of three consecutive steps:

(i) DRL training and inference: A trained DRL agent
interacts with the simulated IESS. During inference, the
agent’s observations and actions are recorded and serve
as the basis for all subsequent explanation steps.

(ii) Qualitative behavioral interpretation: Heatmaps
of component activations and temperature trajectories
derived from the recorded inference data provide an
intuitive, system-level view of the learned operational



strategy. This qualitative analysis highlights deviations
between the DRL-based policy and the conventional rule-
based control and supports the identification of
subsystems for deeper investigation.

(iii) SHAP-based explanation: SHAP values are used
to quantify the contribution of individual input features
to the agent’s decisions. Global, subsystem-level, and
feature-level analyses reveal the dominant drivers of the
learned policy and expose unexpectedly strong or weak
influences, thereby linking observed system behavior to
the underlying decision logic of the agent.

The training of the DRL agent itself is treated as a
prerequisite in this work; the focus of the proposed
methodology lies on the subsequent qualitative and
SHAP-based analysis of the learned policy behavior.

3.2 DRL setup & simulation environment

For the training and inference of the DRL-algorithms
the energy optimization framework eta utility [18] is
employed. The framework provides a standardized
interface for researching factory operations and
implements the environment specification defined by
the Gymnasium framework [19], while relying on agents
from the Stable-Baselines3 library [20]. Proximal Policy
Optimization (PPO) is selected as the control algorithm
due to its demonstrated robustness and strong
performance in industrial energy-system applications
reported in previous studies [1,5,6]. Training was
performed for a fixed number of timesteps, resulting in
stable policy behavior, with hyperparameters and
learning-rate schedules informed by prior studies [1,5,6].

As eta utility also supports non-DRL approaches, it is
further used to implement the conventional rule-based
controller that serves as the baseline for comparative
evaluation. The industrial energy supply system model is
integrated via Functional Mock-Up Units (FMUs) [21]. An
overview of the resulting functional architecture is
provided in Fig. 1.

For the use case described in section 4, the trained
agent interacts with the FMU at a fixed control interval
with a timestep t=120 s. At each timestep, the selected
control action is applied to the system and the resulting
state is returned to the agent.

The agent receives an observation vector S
comprising 36 features, grouped into the following
categories:

(i) Temperatures (18): supply and return
temperatures of all three water circuits, inlet and outlet
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Fig. 1 Functional representation of the eta utility
framework and its components [6].

temperatures of one heat exchanger, tank temperatures,
and chiller temperatures.

(ii) Operating states (15): operating states of pumps,
cooling towers, chillers, and heat exchangers, as well as
water tank level signals.

(iii) External signals (3): ambient dry-bulb
temperature, relative humidity, and electricity price.

Based on these observations, the agent outputs 13
control actions A: for the cooling system. The action
space is hybrid and consists of:

(i) binary ON/OFF actions (11): for all discrete
components, including cooling towers (CT1-CT6), pumps
(P1-P3), and compression chillers (CC1-CC2).

(ii) continuous valve-position actions (2): for the
two heat exchangers (HE1-HE2), with values in the
interval [0,1].

The scalar reward R:incentivizes energy-efficient and
constraint-compliant operation and is formulated as a
weighted sum of individual cost contributions. The
reward formulation reflects typical operational
objectives of industrial cooling systems by balancing
energy efficiency, operational stability, and constraint
compliance.

Ry = —(W'RY + w3R? + wCRF + wORP)

Here R represents energy-related costs, R” penalizes
violations of temperature constraints within the cooling
circuits, and R° accounts for switching costs, which are
themselves defined as a weighted sum of the individual
switching events of the supply components. The
remaining term RY aggregates simulation-related
interruptions and policy-shaping penalties, which are
applied to override DRL actions in undesired system
states.



3.3 SHAP computation

SHAP values are computed using the model-agnostic
KernelExplainer to quantify the influence of each of the
36 observation features on the 13 action outputs of the
agent. KernelExplainer was chosen to ensure model-
agnostic applicability to the DRL-based decision model.
As background data for approximating the Shapley
values, observations obtained from one full year of
simulated DRL inference (365 days) are used. From this
dataset, a random subset is sampled and evaluated in
four parallel processes in order to reduce computational
effort. Both discrete ON/OFF actions and continuous
valve-position actions are considered in the explanation.

The detailed analysis is conducted for a single
exemplary 24-hour operating day. For this period, SHAP
values are computed at every timestep and subsequently
aggregated to derive global, subsystem-level, and
feature-level attributions. The resulting explanations are
visualized using standard SHAP representations for each
action output, including bar plots for global feature
importance, beeswarm plots illustrating feature
contribution distributions, and dependence plots
capturing feature—action interactions.

4. USE CASE

The use case for the explainability analysis of the
DRL-based operational strategy is a real-world industrial
central cooling system from the metal processing
industry. The resulting learned control policy serves as
the basis for the SHAP-based analysis conducted in this
study. A simplified schematic of the cooling system is
shown in Fig. 2.

The system comprises three hydraulically separated
water circuits operating at different temperature levels:
a process cooling circuit (COOL1), a chilled-water circuit
(COO0L2), and a recooling circuit (COOL3).

The process cooling circuit (COOL1) supplies
industrial consumers with medium-temperature cooling
water. Process heat from the production system (load Q;)
is absorbed by two heat exchangers (HE1, HE2) and
transferred to the recooling circuit (COOL3).

The chilled-water circuit (COOL2) provides low-
temperature cooling water to consumers with higher
cooling demands (load Q). Two identical compression
chillers (CC1, CC2) generate the required chilled water
and operate based on discrete setpoints. Heat rejected
by both the chillers and the heat exchangers is
transferred to the recooling circuit (COOL3).

The recooling circuit (COOL3) acts as the central heat
rejection loop of the system. Warm water from the heat
exchangers and chillers is collected in a warm-water tank
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Fig. 2 Simplified schematic of the industrial central
cooling system used as the study use case,
comprising the process cooling circuit (COOL1),
chilled-water circuit (COOL2), and recooling circuit
(COOL3) (compare [6]).

(WT1) and pumped to three pairs of open wet cooling
towers (CT1-CT6), each pair supplied by a dedicated
pump (P1—-P3). While the cooling towers are hydraulically
connected pairwise, they can be controlled individually.
After dissipating heat to the ambient environment, the
cooled water is collected in a second tank (WT2) and
returned to the heat exchangers and chillers, closing the
loop.

A large number of consumers are connected to
COOL1, COO0L2, or both. Their autonomous and time-
varying demand behavior, combined with external
influences such as ambient weather conditions and
dynamic electricity prices, results in a nonlinear and
strongly coupled decision space. This makes the system
particularly suitable for DRL-based operational
optimization and the subsequent explainability analysis
presented in this work.

For the explainability analysis, an exemplary
operating day was selected from the simulation
environment. A hot September day with elevated cooling
demand and pronounced day—night temperature
variations was chosen, as it induces diverse operating
conditions across all three circuits and leads to a wide
range of DRL decisions, making it well suited for high-
resolution SHAP-based interpretation.

5. RESULTS

Over one full year of operation, the DRL-based OS
achieves 29 % lower energy costs compared to the
conventional rule-based control. When applied to a
subsequent year of unseen validation data, the strategy
still yields 15.7 % cost savings, indicating robust
generalization beyond the training period.

As the objective of this work is the explanation of the
learned DRL policy, the detailed analysis focuses on an
exemplary operating day from the training period. This
day exhibits particularly pronounced energy savings of



40 %, providing a clear contrast between the DRL-based
and conventional strategies.

The results are presented in two parts: first, a
qualitative comparison of control behavior based on
heat maps of component activations and temperature
trajectories (Section 5.1), followed by a SHAP-based
analysis that quantifies the policy’s underlying decision
logic (Section 5.2).

5.1 Qualitative interpretation of DRL behavior

For the exemplary day selected for the
interpretability analysis, the conventional rule-based
control is shown in Fig. 3, while the corresponding DRL-
based operating strategy is presented in Fig. 4. The
comparison focuses on the temperature profiles of the
three circuits and the corresponding component
activations in the heatmaps.

Across all circuits, the DRL agent operates at
systematically higher supply temperatures while
remaining within the prescribed constraints. This
operating behavior reduces the overall cooling demand
and results in shorter and less frequent activations of
pumps, cooling towers, and compression chillers.
Despite the reduced cooling intensity, the temperature

trajectories of all circuits remain stable over the course
of the day.

A pronounced deviation between the two strategies
is observed in the chilled-water circuit (COOL2). In
contrast to the conventional control logic, the DRL agent
activates compression chiller CC2 more frequently than
CC1. Rather than operating both chillers continuously,
the learned strategy relies on short, targeted activations
of CC2 at elevated supply temperatures, thereby limiting
extended full-load operation of the chiller subsystem.

Based on this qualitative comparison, the chilled-
water subsystem COOL2, and in particular compression
chiller CC2, is selected for the subsequent SHAP-based
analysis. This subsystem exhibits the most distinct
deviations from conventional control behavior and
represents a major contributor to overall energy
consumption, making it well suited for a detailed
investigation of the learned decision-making logic.

5.2 SHAP analysis

Based on the subsystem selection derived from the
gualitative comparison, the SHAP analysis focuses on the
decision process governing the activation of compression
chiller CC2.
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Fig. 3 Component activation heatmap and temperature trajectories for the conventional rule-based control on the
exemplary operating day. Binary activation states are shown for pumps (P1-P3), compression chillers (CC1-CC2), and
cooling towers (CT1-CT6), while continuous valve positions are shown for the heat exchangers (HE1—HE2), together with
the supply temperatures of the three cooling circuits.
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Fig. 4 Component activation heatmap and temperature trajectories for the DRL-based operating strategy on the
exemplary operating day. Binary component states are shown for pumps (P1—P3), compression chillers (CC1-CC2), and
cooling towers (CT1-CT6), while continuous valve positions are shown for the heat exchangers (HE1-HE2), together with
the supply temperatures of the three cooling circuits.

The bar plot in Fig. 5 presents the mean absolute
SHAP values for the ten most influential input features
affecting the ON/OFF decision of CC2. The most
dominant contributors are the process cooling return
temperature (T_COOL1_out), the valve opening of heat
exchanger HE1 (s_HE1), the activation state of cooling
tower CT4 (s_CT4), and the recooling-side inlet
temperature of HE1 (T_HE1 _in). These are followed by
the activation state of CT1 (s_CT1), the evaporator outlet
temperature of CC2 (T_CC2_evap_out), and the chilled-
water supply temperature (T_COOL2_in).

Several features associated with the process cooling
circuit (COOL1) and the recooling circuit (COOL3) exhibit
a higher influence on CC2 activation than features
directly related to the chilled-water circuit (COOL2),
which CC2 is responsible for supplying. This indicates a
strong coupling between CC2 operation and the thermal
state of the surrounding circuits.

The beeswarm plotin Fig. 7 illustrates how low (blue)
and high (red) feature values affect the activation
decision of CC2. Negative SHAP values indicate a reduced
likelihood of activation, whereas positive values increase
the probability of CC2 being switched on. High values of
T _COOL1 out, s HE1, and s CT4 are predominantly

associated with negative SHAP contributions, while
lower values of these features shift the SHAP values
toward positive ranges. For other influential features,
including T_HE1 in, s_CT1l, T_CC2_evap_out, and
T _COOL2 in the opposite trend is observed: higher
values correspond to positive SHAP contributions, while
lower values reduce the likelihood of CC2 activation.
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Fig. 5 Mean absolute SHAP values of the ten most
influential input features for the ON/OFF activation of
compression chiller CC2.
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Fig. 7 SHAP beeswarm plot showing the influence of
feature values on the activation decision of compression
chiller CC2. Color indicates feature value; positive
(negative) SHAP values increase (decrease) the
likelihood of activation.

The dependence plot in Fig. 6 further highlights the
interaction between the process cooling return
temperature T_COOL1_out and the recooling-side inlet
temperature of HE1l T_HE1l_ in. High values of
T _COOL1_out combined with low values of T_HE1 _in are
associated with increasingly negative SHAP values,
indicating a reduced likelihood of CC2 activation. In
contrast, low values of T_COOL1_out together with high
values of T _HE1 in result in strongly positive SHAP
values, corresponding to a higher probability of CC2
being switched on.
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Fig. 6 SHAP dependence plot illustrating the interaction
between the process cooling return temperature
T_COOL1_out and the recooling-side inlet temperature
of HE1 T_HE1_in for CC2 activation.

This pattern shows that the influence of
T _COOL1 out on the activation decision is strongly
modulated by T _HE1 in, and that CC2 activation
depends on the combined thermal state of the process
cooling and recooling circuits rather than on either
temperature alone.

Beyond identifying the dominant drivers, the SHAP
analysis also reveals features with consistently low
influence on CC2 activation. Electricity price signals and
weather-related inputs, including ambient dry-bulb
temperature and relative humidity, appear among the
least influential features. This observation is consistent
across other subsystems of the cooling system.

6. DISCUSSION

The explainability results indicate that the DRL agent
learned a control strategy that is well aligned with the
physical behavior of the investigated cooling system. The
SHAP analysis shows that the agent predominantly relies
on system-internal temperatures and component states
when deciding whether to activate or deactivate the
compression chillers.

In particular, the interaction between the process
cooling return temperature and the recooling-side inlet
temperature of heat exchanger HE1l reveals that the
agent implicitly bases its decisions on the effective
temperature difference across the heat exchanger.
When this temperature gradient is favorable, heat can be
removed efficiently via the recooling circuit, and
mechanical chilling is avoided. Only when the thermal
gradient collapses and recooling becomes ineffective
does the agent switch to active chiller operation.

This behavior corresponds to a free-cooling-first
strategy that emerges autonomously from the learning
process. While some of the observed SHAP patterns may
initially appear counterintuitive when individual features
are considered in isolation, they become physically
consistent once the coupled thermal interactions across
subsystems are taken into account. The agent does not
react to single temperature values alone, but instead
integrates information from the process cooling, chilled-
water, and recooling circuits to assess the overall heat
rejection capability of the system. This explains why
features associated with the process cooling and
recooling circuits exert a stronger influence on chiller
activation than variables directly related to the chilled-
water circuit.

Another notable finding is the consistently low
relevance of external signals such as electricity price and
ambient weather conditions. Although such signals are



commonly assumed to play a key role in advanced
energy-aware control strategies, the SHAP analysis
indicates that the DRL agent’s decisions are governed
primarily by internal thermodynamic interactions. For
the investigated system, accurate assessment of internal
thermal states therefore outweighs external information
when optimizing cooling operation.

Overall, the results demonstrate that explainable Al
methods such as SHAP can reveal physically meaningful
decision logic in DRL-based control strategies. By making
the learned policy transparent and interpretable, the
proposed approach supports trust and acceptance of
DRL in industrial energy supply systems, particularly in
safety-critical and cost-sensitive applications.

7. CONCLUSION AND OUTLOOK

This work demonstrates how explainable artificial
intelligence (XAl) methods can be used to analyze,
validate, and interpret the behavior of a deep
reinforcement learning (DRL) agent controlling a
complex industrial cooling system. By combining
qualitative behavioral analysis with SHAP-based feature
attribution, the proposed approach provides a detailed
understanding of the learned control strategy and its
consistency with the physical characteristics of the
system.

The results show that the DRL agent autonomously
prioritizes free cooling whenever system temperatures
indicate sufficient cooling potential and activates
mechanical chilling only when rising temperatures reflect
increasing chilled-water demand. Furthermore, the
explainability analysis reveals that external signals such
as electricity price and weather conditions play a
negligible role in the learned policy, highlighting the
dominant influence of internal thermodynamic states
over external inputs in the investigated system.

Overall, the interpretability findings demonstrate
that the agent’s decisions are physically meaningful,
coordinated across subsystems, and consistent with safe
and energy-efficient operation. The SHAP analysis
enables the identification of both highly influential and
largely irrelevant features, thereby increasing
transparency and supporting trust in DRL-based control
strategies for industrial energy supply systems.

Future work will extend the analysis beyond a single
exemplary operating day toward multi-day and seasonal
evaluations. To this end, machine-learning-based
clustering methods can be employed to select
representative operating periods systematically. In

addition, feature-space reduction guided by SHAP
values, correlation analysis, and domain knowledge
offers the potential to retrain the DRL agent using a more
compact and robust state representation, which may
improve generalization, reduce model complexity, and
further enhance interpretability.

Finally, extracting interpretable rules or logic
patterns from retrained agents and integrating them into
real-world control architectures could enable hybrid
solutions that combine the optimization performance of
DRL with the transparency of rule-based strategies or
intrinsically interpretable machine-learning models.
Such approaches represent a promising pathway toward
the practical and trustworthy deployment of learning-
based control in industrial energy systems.
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