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ABSTRACT 
 District heating networks require fast and accurate 
forecasting tools, but classical numerical models are too 
slow for real-time use, and standard machine learning 
approaches cannot adapt to changing topologies. In 
addition, purely data-driven methods fail to take into 
account physical phenomena, such as mass 
conservation. Therefore, we propose a Physics-Informed 
Graph Neural Network (PIGNN) that incorporates the 
continuity equation into the loss function to enhance 
accuracy and convergence. Trained on ca. 32,000 
samples from 620 hypothetical topologies, the PIGNN 
achieves a Pearson correlation coefficient of 0.91 (vs. 
0.76 for a baseline GNN), converges faster, and provides 
a computational speedup of 4–5 orders of magnitude 
over classical methods. This makes it a promising tool for 
design exploration and operational planning in district 
heating networks. 
 
Keywords: Graph Neural Network, District Heating 
Networks, Artificial Intelligence, Forecasting, Semi-
Supervised Learning. 

NOMENCLATURE 

Abbreviations  
 GNN Graph Neural Network 

 PIGNN 
Physics Informed Graph Neural 
Network 

 PDF Probability Density Function 
Symbols  
 𝜌 Pearson Correlation Coefficient  
 𝑚̇ Massflow Rate 
 𝐿 Loss Function 
 𝛼 Supervised Loss Term Weight 
 𝛽 Physics-informed Loss Term Weight 

1. INTRODUCTION 
District heating and cooling systems are experiencing 

significant growth as cities seek efficient and sustainable 
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solutions for the built environment. A heat network is an 
infrastructure system that distributes thermal energy 
from one or more centralized generation sources to 
multiple buildings through a network of insulated pipes. 
Currently, heating demand is still predominantly met 
through fossil fuels, which contribute substantially to 
global CO₂ emissions. Transitioning towards heat 
networks powered by renewable and low-carbon energy 
sources offers a promising pathway to reduce these 
emissions while ensuring reliable thermal supply at scale. 

 
Despite their potential, heat networks face 

significant challenges related to operational efficiency 
and the continuous balancing of supply and demand. 
Timely decision-making is crucial for operators, as delays 
can lead to energy losses, higher costs, or reduced 
reliability. To support such decisions, rapid simulation 
and forecasting tools are essential, enabling system 
operators to evaluate scenarios and adjust operations in 
real time. 

 
As heat networks scale up in size and complexity, 

classical numerical modeling approaches often used for 
their analysis become computationally expensive and 
slow to execute. This limitation severely restricts the 
number of simulations that can be carried out to 
evaluate alternative designs or operational strategies, 
and it poses a major obstacle to the development of real-
time control methods. 

 
Data-driven machine learning methods offer 

promising alternatives by providing faster 
approximations of network behavior. However, most 
existing approaches struggle to accommodate changes in 
network topology and require retraining whenever the 
grid layout is modified. As a result, they are not well 
suited for tasks such as exploring different design options 
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or supporting operational planning under scenarios like 
pipe failures. 

 
Graph Neural Networks (GNNs) [1] provide a natural 

framework for representing the graph-based structure of 
district heating systems and can flexibly adapt to 
networks of varying sizes. Unlike conventional data-
driven approaches, GNNs remain functional even when 
parts of the network, such as pipes, are broken or 
temporarily out of service. Their effectiveness has 
already been demonstrated in domains such as 
molecular modeling [2], pharmaceutics [3], stock price 
modelling [4] and electricity grid modelling [5][6], 
highlighting their ability to capture complex relational 
dynamics. However, while artificial intelligence models 
often achieve high predictive accuracy, they frequently 
fail to respect fundamental conservation laws, which can 
limit their reliability in safety-critical or physics-governed 
systems. In this paper, we address this challenge by 
developing a Physics-Informed Graph Neural Network 
(PIGNN) tailored to the forecasting of flowrates in district 
heating networks. 

2. METHODOLOGY 
The objective of this work is to forecast the 

flowrates within the pipes of district heating networks 
using a physics-informed graph neural network.  

 
To predict the mass flow in the pipes, two sets of 

input features are considered: pipe features and node 
features. The pipe features include the pipe length, 
diameter, and thermal conductivity. The node features 
include the inlet and outlet temperatures, the amount of 
heat produced or consumed, and the node type. For 
producer and consumer nodes, both inlet and outlet 
temperatures are specified along with the corresponding 
heat injection or extraction. In contrast, for joint nodes, 
where no heat is added or removed, neither 
temperatures nor heat values are provided; only the 
node type is used to represent their function in the 
network. 

 
In this work, physical knowledge is explicitly 

embedded into the training process through the design 
of the loss function. The GNN is optimized to minimize a 
composite loss consisting of two terms. The first is a 
supervised term, defined as the mean squared error 
between the predicted and true mass flow rates in the 
pipes. The second is a physics-informed term, derived 
from the continuity equation at each node, which 
enforces that the total inflow equals the total outflow. By 

combining data-driven learning with this fundamental 
physical constraint, the model is transformed into a 
Physics-Informed Graph Neural Network (PIGNN), 
expected to achieve higher accuracy and faster 
convergence. The resulting loss function is expressed as: 

 

𝐿 = 𝛼 ⋅ (𝑚̇𝑡𝑟𝑢𝑒 − 𝑚̇𝑝𝑟𝑒𝑑)
2

+ 𝛽 ⋅  ∑ 𝑚̇𝑖

𝑖

 

where 𝑚̇𝑡𝑟𝑢𝑒  and 𝑚̇𝑝𝑟𝑒𝑑  are the true and predicted 

massflow rates at the pipes, 𝑚̇𝑖 are the massflow rates 
entering node 𝑖  and 𝛼, 𝛽  are the relative weights of 
each term, which are tweaked in order to maximize the 
performance of the PIGNN. 
 
For the dataset, approximately 620 hypothetical network 
topologies were generated (an example is shown in Fig. 
1), covering a wide range of structural configurations. 
The structural configurations vary in terms of network 
size (e.g., number of pipes, consumers, and producers), 
as well as the dimensions and locations of individual 
assets and the operational temperature levels of the 
network. For each topology, a one-year profile of heat 
demands and corresponding flowrates was simulated at 
a weekly timestep using an in-house network simulator 
that models both heat losses and hydraulics. The use of 
weekly timesteps allows the analysis to focus on steady-
state behavior, rather than transients, which would 
require incorporating the system’s history from previous 
timesteps. This resulted in a dataset of around 32,000 
samples representing diverse operating conditions for 
training and testing the proposed approach. The data 
were split by network topology into training (397 
topologies, 65%), testing (124 topologies, 20%), and 
validation sets (99 topologies, 15%). This splitting 
strategy ensures that evaluation truly tests the ability to 
generalize to unseen networks, rather than merely to 
unseen time steps. 
 

 
Fig. 1 Hypothetical heat network in Amsterdam, where 
the green dots are the producers and the blue dots are 

the consumers. 
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The proposed model architecture consists of 10 layers 
with 10 neurons per layer, ReLU activations, and a 
dropout rate of 0.5. Training was performed for 50 
epochs with a batch size of 64, using the Adam optimizer 
with a learning rate of 0.01. Notably, the training process 
was found to be highly sensitive to the choice of learning 
rate. 

3. RESULTS 
We first evaluate the impact of incorporating physics 

into the training process by comparing two models: a 
baseline Graph Neural Network trained solely with the 
supervised loss term (GNN), and the proposed Physics-
Informed Graph Neural Network, which includes the 
physics-based constraint in the loss function (PIGNN). 
Fig. 2 presents the probability density functions (PDFs) of 
the predicted mass flows for both models alongside the 
true values over the test set. The results clearly show 
that PIGNN achieves closer alignment with the ground 
truth distribution, yielding a Pearson correlation 
coefficient (𝜌) of 0.91 compared to 0.76 for the standard 
GNN. 

 

 
Fig. 2 Probability Density Functions (PDFs) of the 

predicted mass flows for the GNN and PIGNN alongside 
the true values over the test set. 

 
Fig. 3 illustrates the convergence behavior of the 

models over the training set, measured by the Pearson 
correlation coefficient (𝜌) as a function of the training 
epoch. The results show that PIGNN not only achieves a 
higher final accuracy but also converges significantly 
faster than the baseline GNN. In particular, the PIGNN 
reaches stable performance after roughly 20 epochs, 
whereas the GNN requires close to 100 epochs (not 
shown in the figure) to reach its peak accuracy of ρ ≈

0.8. This highlights the benefit of incorporating physics-
based constraints, which guide the learning process 
more effectively and reduce the number of epochs 
required to reach stable performance. 

 
 

 

 
Fig. 3 Evolution of the pearson correlation coefficient ρ 

on the training set as a function of the epoch number for 
the GNN (blue) and the PIGNN (red). 

 

As a final note, the PIGNN requires only 0.001 to 0.01 
seconds to solve a network, representing a speedup of 
approximately four to five orders of magnitude 
compared to the simulator used to generate the dataset. 
 

4. CONCLUSIONS 
This work introduced a Physics-Informed Graph 

Neural Network (PIGNN) for forecasting mass flow rates 
in district heating networks. By embedding the 
continuity equation into the loss function, the proposed 
model leverages physical knowledge to complement 
data-driven learning. The PIGNN was trained and tested 
on a dataset of approximately 32,000 samples derived 
from 620 hypothetical network topologies, ensuring 
robust evaluation across diverse operating conditions. 

 
The results demonstrate clear benefits over a 

conventional GNN trained solely with a supervised loss. 
The PIGNN achieved higher predictive accuracy, with a 
Pearson correlation coefficient of 0.91 compared to 0.76 
for the baseline model, and exhibited substantially faster 
convergence, stabilizing after only 20 epochs. In 
addition, when compared to classical numerical 
prediction methods, the PIGNN provides a 
computational speedup of four to five orders of 
magnitude, making it well suited for applications 
requiring rapid evaluation or real-time decision support. 
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Beyond forecasting accuracy, the flexibility of GNNs 
makes them naturally suited to handling varying network 
sizes and topological changes, a critical advantage for 
design exploration and operational planning in real-
world systems. By enhancing this capability with physics-
informed training, PIGNNs provide a promising tool for 
enabling efficient, scalable, and robust analysis of heat 
networks. 

 
Future work will focus on expanding the range of 

predicted flow quantities and including additional 
variables (e.g. temperatures) into the predictions, 
extending the framework to more complex grid 
configurations, and assessing the potential of GNNs to 
generalize to larger networks without extensive 
retraining. 
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