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ABSTRACT

The assessmen of solar photovoltaic (PV) potential on
urban building facades is pivotal for sustainable urban
planning, yet is often constrained by manual, time-
intensive methods. This study introduces a novel end-to-
end framework, The Semantic Facade Solar-PV Assesse
=ment (SF-SPA) , that pioneers a paradigm shift by lev-
eraging generalist foundation models for this task. Our
pipeline integrates vision foundation models (VFMs) and
large language models (LLMs) for rapid, automated,
and accurate fagade-based PV assessment from single
2D street-view images. The framework was validated
on a diverse dataset of 80 buildings from four cities ac-
ross different climates and architectural styles. Re-
sultssshow high accuracy, with an average area estim-
ation error of 6.2% against expert-defined ground truth,
and exce-ptional efficiency at approximately 100 sec-
onds per bui-lding. This work demonstrates a scalable
and data effici- ent alternative to traditional methods
that rely on 3D data or specialized trained models,
paving the way for large scale urban energy analysis.
Keywords: Solar PV potential, Large Language model,
Semantic segmentation, Urban Building facades

1. INTRODUCTION

In“response to escalating energy demands and climate
concerns, the building sector, which accounts for appro-
ximately 30% of final energy use and 27% of related
CO2 emissions globally, has become a critical focus for
decar-bonization [1]. Building-Integrated Photovoltaics
(BIPV) offer promising avenue, providing a dual fou-
netionality by serving as both building envelope mate-
rial and on-site electricity generator. This integration
transforms passive building surfaces, such as roofs and
increasingly facades, into active energy harvesting
assets. Recent advancements in 3D reconstruction and
Al-driven environmental parsing and scene understa-
nding [2][3], have created novel opportunities for the
automated, data-rich design and assessment of BIPV
systems at urban and regional scales.
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Fig 1. Overview of the Semantic Facade Solar-PV Assessment (SF-SPA) pipeline.

Despite these advancements, existing BIPV potential
studies predominantly focus on rooftop installations
[4][5][6][7]. This rooftop-centric view often overlooks
the substantial energy generation and architectural
integration opportunities presented by vertical fagades,
especially in dense urban areas where building heights
are increasing, and roof space is limited. Disregarding
facade PV potential can lead to a significant
underestimation of the aggregate renewable energy
capacity available within the built environment.
However, assessing facade PV potential introduces a
unique set of challenges not typically encountered with
near-planar roofs, which can be efficiently surveyed
using nadir or oblique aerial imagery. Facades are
inherently three-dimensional, vertically oriented str-
uctures that often require observation from multiple
viewpoints for comprehensive analysis. Street-level
imagery, a common data source for facade analysis,
suffers from perspective distortion, which can introduce
substantial errors into geometric measurements and
subsequent solar irradiance modelling if not properly
corrected.

Furthermore, building facades exhibit a rich hierarchy of
semantic components. These include opaque wall panels
(potential PV sites), transparent windows (typically
excluded or requiring specialized semi-transparent PV),
balconies, doors, shading devices, and decorative
elements. Each component has distinct structural
characteristics and implications for PV suitability,
installation constraints, and aesthetic considerations.
Many existing automated or semi-automated



assessment methods tend to simplify facades into
uniform planes or restrict their analysis primarily to
geometric factors (e.g., orientation, tilt, unobstructed
area)[8][9][10], thereby neglecting the critical impact of
fine-grained semantic differentiation on PV technology
selection, layout optimization, and ultimately, accurate
energy vyield prediction. This often leads to coarse and
overly optimistic estimates of true installable capacity.
To address these limitations, we introduce the Semantic
Facade Solar-PV Assessment (SF-SPA) framework (Fig.1),
a novel pipeline that represents a paradigm shift in
automated BIPV analysis. Our framework uniquely
translates a single, uncalibrated street-view photograph
into a metrically accurate PV layout and energy
estimate, bypassing the conventional requirements for
3D models or specialized training data. Our approach is
built upon three core technical innovations designed to
overcome the aforementioned challenges:

i) Zero-Shot Semantic Parsing: We leverage a vision-
language foundation model to perform pixel-accurate
segmentation of facade components (walls, windows,
etc.) without any domain-specific training, thus
oveércoming the critical bottleneck of data annotation.
ii)«LLM-Powered Spatial Reasoning: A large language
model (LMM) is guided by a novel, structured prompt
chain to interpret the semantic masks and apply complex
architectural design rules, effectively transforming raw
perception into an optimized, practical PV layout.

iii) Distortion-Aware Metric Analysis: A semantics-guided
geometric rectification process precedes this analysis,
ensuring that all assessments are performed on a fronto-
parallel, metrically-scaled representation of the facade.
The main contributions of this work are threefold:

i) Developing a fully-automated, data-efficient, and
scalable workflow that leverages the generalist
intelligence of foundation models to perform a task that
previously demanded extensive manual effort or
specialized data.

ii)* Designing new methodological avenues for rapid,
energy planning.

iif) Testing and validating the method using real-world
data and demonstrating its robustness for scalable
applications.

2., METHODOLOGY

2.1 Facade Image Acquisition and Geometric
Rectification

A fundamental challenge in estimating PV installable area
on building facades stems from perspective distortion
inherent in street-view imagery. In dense urban environm-
ents, especially for large or very tall buildings, it is often

impossible to capture the entire facade in a true frontal
(fronto-parallel) view. Photographs taken from oblique
angles introduce geometric distortions that directly impair
accurate area measurement and subsequent solar enery
analysis. To mitigate this, the framework first corrects the
perspective distortions inherent in street- view imagery.
Instead of relying on often-occluded global building
corners, our method computes a robust homography
matrix H from the vertices of a local, planar semantic
feature—typically a window. The relationship between
apointp = [xy, 1]Tin the source image and its corres-
ponding point p° = [x, ¥, 1]T in the target view is
defined by:
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where = denotes equality up to anon-zero scale factor.
We solve the eight degrees of freedomin H by mapping
the four vertices of the identified feature in the source
image to the corners of a canonical rectangle in the
target view. This process enforces perpendicularity and
parallelism, producing a fronto-parallel facade image
without requiring camera intrinsics or 3D data.
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The rectified image, while geometrically sound, lacks a
physical scale. This is established by calculating a pixels-
to-metres scale factor (s). We derive s by correlating a
manually measured real-world width of the fagade (wm),
obtained from an online mapping service, with its
corresponding pixel width (wpx) in the rectified image.
This crucial step anchors all subsequent analyses in real-
world metric units (m, m?), ensuring the physical
accuracy of the final PV layout and energy calculations.

2.2 Semantic Perception with a Vision Foundation
Model

A significant bottleneck for scalable facade analysis is the
dependence on bespoke, annotated datasets required
by conventional segmentation models. To circumvent
this, our framework adopts a zero-shot semantic
perception strategy, which leverages the generalized
capabilities of pre-trained foundation models to identify
facade components without any domain-specific training.

We implement this strategy using the open-source Lang-
Segment-Anything (LSA) model stack [12]. LSA
synergistically fuses two powerful models: the
Grounding-DINO open-set object detector and the
Segment Anything Model v2 (SAM2) promptable
segmentation model [11]. The process unfolds as
follows:



i) Language-Guided Detection: A single, comprehensive
natural-language prompt (e.g., segment wall, window,
door, balcony, and other facade parts) is provided to
Grounding-DINO. It processes the rectified facade image
to produce coarse bounding boxes around all identified
instances of the specified components.

ii) Prompt-Based Mask Refinement: These bounding
boxes then serve as effective prompts for the SAM2 mask
head, which refine them into pixel-accurate instance
segmentation masks for each detected component.

This prompt-driven architecture is highly flexible; the
vocabulary of detectable components can be extended
simply by modifying the text prompt, thus bypassing the
costly and time-consuming process of creating large-
scale annotated datasets. A light morphological post-
processing step is then applied to the resulting masks to
remove spurious detections and regularize boundaries.
This stage concludes by generating rich, structured
data—containing both the geometric footprints and
semantic labels for all relevant fagade elements—which
is then forwarded to the LLM-driven layout-reasoning
module.

2.3 LLM-Driven PV Layout Reasoning

The transformation of raw semantic masks into a
practical, build-ready PV layout is a complex task
requiring sophisticated spatial reasoning. Traditional
algorithmic approaches can be brittle and difficult to
adapt. Our framework innovatively delegates this task to
an. LLM, specifically GPT, leveraging its advanced
reasoning capabilities.

The process is consisted of a carefully engineered four-
stage prompt chain designed to emulate a human
designer's logical workflow. This method translates the
visual perception problem into a structured language-
based reasoning task:

i) Contextualization: The prompt first grounds the LLM by
providing the facade's real-world metric dimensions (see
Section 3.1) and a text-based transcription of all
semantic obstruction coordinates (e.g., window:
[x 1,y 1,x 2,y 2],...]). This provides the model with all
necessary spatial and semantic information without
requiring direct image analysis.

ii) Partitioning: The LLM is then instructed to analyze the
residual wall space—the total facade area minus all
obstructions. Its task is to partition this space into a set
of |, maximal, non-overlapping rectangular regions,
thereby identifying all potential contiguous areas for PV
installation.

iii) Qualification & Filtering: Finally, each candidate
rectangle is subjected to a qualification filter. The LLM
evaluates the dimensions of each region against practical
engineering  constraints, specifically pre-defined mini-
num size requirements based on standard PV modules
(e.g., short edge 2 1.0m, long edge = 1.2m). Regions that
fail to meet these criteria are discarded. This process
yields a list of qualified PV areas used for the layout
visualization (Fig. 2) and subsequent energy simulation.

2.4 Irradiance and Energy Simulation

The final stage of the framework translates the qualified
installable areas into annual energy yield estimates,
providing a quantitative measure of the facade's solar
potential. The simulations are performed using the
widely-adopted pvlib Python toolkit [13], and the
process is composed of two main steps:

Irradiance Modelling: each fagade is configured with
its specific geographic coordinates and orientation,
assuming a standard vertical (90°) tilt. To ensure a
realistic performance assessment that accounts for local
climatic conditions, we utilize location-specific Typical
Meteorological Year (TMY) weather data. The pvlib
toolkit then transposes the hourly GHI (Global Horizontal
Irradiance), DNI (Direct Normal Irradiance), and DHI
(Diffuse Horizontal Irradiance) components from this
data onto the defined fagade plane to calculate the total
POA (Plane of Array) irradiance incident on the surface
throughout a full calendar year.

Power Conversion: the system's AC (Alternating
Current) power output is modeled based on the
calculated POA irradiance and weather conditions. We
define a system configuration using a standard
crystalline silicon PV module with representative
electro-thermal parameters and a corresponding
inverter model, both drawn from pvlib's extensive
component libraries. For the purpose of energy
modeling, the number of panels is estimated by dividing
the total installable area (in m?) by a reference module's
footprint (e.g, 1.20 m X 1.00 m = 1.2 m? ). pvlib's
validated single-diode and temperature models translate
the POA irradiance and ambient temperature into DC
(Direct Current) power output, accounting for thermal
effects on module efficiency. Finally, this DC power is
converted to AC power through the inverter model,
incorporating standard system losses (e.g., due to
soiling, wiring, and module mismatch). The resulting
hourly AC power profile is aggregated over the year to
produce the final energy generation estimate (in kWh).



3. EXPERIMENTAL RESULTS AND ANALYSIS

The experimental campaign was designed to rigorously
validate  the performance, robustness, and
generalizability of the proposed SF-SPA framework. Our
evaluation is grounded in a diverse, custom-curated
benchmark dataset of 80 buildings, with 20 samples
collected from each of our four target cities: Hangzhou
(China), Tianjin (China), Alesund (Norway) and Ankara
(Turkey). To ensure a comprehensive analysis, the
dataset is balanced by typology, comprising
approximately equal numbers of low-, mid-, and high-
rise structures.

3.1 Qualitative and quantitative evaluation

We first establish the framework's baseline performance
through a comprehensive quantitative and qualitative
analysis. Fig. 2 overlays the LLM-suggested PV
installation patches (shown as colored rectangles) onto
representative facade images from each of the four cities
inléur dataset. Across the entire 80-building dataset, the
SF-SPA pipeline demonstrates high accuracy and
efficiency, as shown in Table 1. The average area
estimation error, when compared against manually
delineated expert ground truth, is 6.2%. The processing
time,.from a single image input to a final energy yield
estimate, is approximately 100 seconds per building on a
standard workstation, showcasing a significant
improvement over traditional methods.

Building | Building 2 Building 3 Building 4

Fig 2. Predicted PV installation patches (colored rectangles) overlaid on
representative facades from Hangzhou, Tianjin, Alesund, and Ankara.

Table 1: Performance Metrics of the SF-SPA Framework Across Four Cities.

Building  Building Expert-Defined Estimated Arca Estimation  Annual Clear.sky  Clear-Sky Energy
D Lacation Arca (m?) Installable Arca(m?) Error(%) Irradiation(kWh/m?) Yield(kWh)
1 Hangzhou, China 120.50 112.26 68 689.58 13,391.8
2 Tianjin, China 198.20 189,38 4.5 919.52 27,6224
3 Ankara, Turkey 59.20 49.21 7.0 1356.22 10667.3
4 Alesund, Norway 322.00 305.13 52 849.86 360214

The problem of whether to consider windows for PV
installation (e.g., using semi-transparent PV) is also
relevant. While our default pipeline excludes windows,
the framework is flexible. By adjusting the LLM prompts
and semantic labels, one could explore scenarios where
windows contribute to PV generation, potentially
considering window-to-wall ratios and the trade-offs
between energy generation and daylighting. Fig. 3 and 4
provide more detailed workflow visualizations for
specific streets, illustrating the process from 3D model

reconstruction (if available from other sources, for
context) through RGB image analysis to PV output
estimation, highlighting how the system processes
individual fagades.
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Fig 3. Workflow demonstration for fagade PV potential assessment on a street
in Alesund, Norway (62.47°N, 6.15°E), showing (from left to right) original full
view, rectified fagade segment, semantic segmentation, LLM-suggested PV
installation, and illustrative monthly/daily PV potential graphs.
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Fig 4. Workflow illustration for fagade PV potential assessment on a street in
Tianjin, China (39.08°N, 117.20°E), showcasing similar stages as Fig. 4 and
highlighting adaptability to different urban forms and climatic conditions.

3.2 Effectiveness of Geometric Rectification

Fig 5. Impact of Geometric Rectification on PV-Layout Generation Quality.

The geometric rectification step is critical for the
framework's success, as it establishes a metrically
reliable canvas for all subsequent analyses. To
demonstrate its importance, we conducted an ablation
study comparing PV layouts generated with and without
this initial correction. As shown in Fig. 5, processing the
original, distorted images (top row) leads to skewed
semantic masks. This geometric error propagates



through the pipeline, causing the LLM to generate
physically implausible PV layouts that incorrectly overlap
with windows or fail to utilize available wall space. In
contrast, the rectified images (bottom row) produce
crisp, axis-aligned contours. This geometric integrity
enables the LLM to reason accurately about spatial
relationships, resulting invalid, optimized PV layouts that
adhere to all defined boundaries.

3.3 Robustness of LLM-Driven PV Layout Reasoning
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Fig 7. Backbone LLM Comparison: Impact of Reasoning Capacity on PV-Layout
Precision using the same input masks and prompt.

Ta lisolate the contributions and evaluate the robustness
of our LLM-driven reasoning module, we conducted two
complementary studies: a prompt-ablation test and a
model backbone comparison.

First, the prompt-ablation test demonstrates that our
engineered prompt structure is essential for guiding the
LLM towards a valid solution. As shown in Fig. 6,
systematically removing key constraints (e.g., minimum
installation dimensions) or reordering the logical steps of
the prompt leads to significant failures. Without the
proper constraints, the LLM proposes layouts that violate
physical rules, such as placing panels over windows.
Altering the logical sequence results in fragmented and
suboptimal layouts. This confirms that the engineered
prompt is not merely helpful but acts as a critical scaffold
forthe LLM's spatial reasoning.

Second, we assessed the framework's flexibility by
testing different LLM backbones while keeping the input
data and prompt constant. The qualitative comparison in
Fig.7 reveals performance nuances. DeepSeek, a strong
open-source model, generally produced the most
coherent and neatly aligned layouts. GPT also performed
exceptionally well, with excellent adherence to
constraints. Gemini, in some instances, exhibited minor
inaccuracies, such as misclassifying adjacent windows if
segmentation masks had imperfections. This qualitative
spread underscores that while the framework is model-
agnostic, models with superior spatial reasoning abilities
yield more precise and reliable PV layouts. Together,
these experiments validate that both the integrity of the
structured prompt and the inherent capability of the
chosen LLM are critical factors for generating reliable and
optimized PV installation designs.

3.4 Energy Yield Estimation and Regional Sensitivity

The final component of our analysis translates the
validated geometric and semantic outputs into annual
energy yield estimates, demonstrating the framework's
practical utility for tangible energy planning. To provide
realistic performance predictions, we simulated the
energy generation for our entire 80-building dataset
using location-specific Typical Meteorological Year (TMY)
weather data, which accounts for local climatic
conditions such as cloud cover and ambient
temperature.

An analysis of the aggregated results by building
typology, presented in Table 2, offers key insights for
urban energy policy. As expected, high-rise buildings,
due to their expansive vertical surfaces, offer the
greatest generation potential on a per-building basis.
However, the analysis also quantifies the significant
contribution of low- and mid-rise buildings. Given that
these typologies often constitute most of the a city's
building stock, their substantial collective potential



represents a critical and often overlooked resource for
distributed energy generation. Furthermore, a regional
sensitivity analysis, shown in Table 3, highlights the
critical impact of local climate on energy output. For
example, while the Hangzhou building samples offered
a larger total installable area than those in Tianjin,
their actual energy generation was lower due to more
frequent overcast weather.This result underscores
that accurate  assessments and effective urban
energy policies must integrate local meteorological

data, not just available surface area.
Table 2. Comparison of Aggregated PV Potential by Building Typology.

Building Total Available Ideal Power Actual Power Average Power Generation
Type Installation Area(m?) Generation(MWh) Generation(MWh) Per Building (MWh)

Low-rise building 3031.6 471331 398.645 19.932
Mid-rise building 14495.01 2117.891 1541.666 38.542
High-rise building 18275.87 2565.478 1503.826 75.191

Table 3. Regional Comparison of PV Potential and Climatic Impact.

Actual Power
Generation(MWh)

Ideal Power
Generation(MWh)

Location Total Available
Installation Area(m?)

Hangzhou 11942.68 2150.073 976.646
Tianjin 13631.73 1414.299 1119.715
Ankara 5556.76 895.559 712.9
Alesund 4671.31 694.806 634.876

4."| CONCLUSIONS

This paper introduces SF-SPA, a framework pioneering a
new paradigm for urban facade PV assessment by dele-
gating perception and reasoning to foundation models.
Our'method automates the translation of single 2D im-
age into metrically accurate PV layouts and energy esti-
mates, with validation on 80 buildings confirming its high
accuracy and efficiency as a data efficient alternative
to.3D dependent approaches. While the framework is
efficient using 2D images, a key limitation is addressed by
future work: enhancing geometric fidelity with 3D models
to better analyze complex facades and inter building
shading. Achieving this will unlock a truly scalable, zero-
touch workflow, establishing our methodology as a
foundational component for the future of digitalized
urban en-ergy planning.
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